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Abstract

The paper develops a duality-based approach to the solution and estimation of models of dynamic
discrete choice. Under certain conditions, it can be shown that there is a dual relation between the
value function and the function characterising instantaneous (within-period) returns. Given a suitably
tractable functional form for the value function, it is possible to provide exact solutions for the agent’s
problem for a broad class of dynamic discrete choice problems. An attractive feature of the dual
approach is that its feasibility does not depend on the dimension of the state space: in particular, it is
shown that this framework can easily handle the case in which the random components of within-period
returns are autocorrelated. In addition to providing exact solutions for the agent’s problem, the paper
develops a Bayesian data augmentation estimation algorithm based on the exact likelihood function.



1 Introduction

Structural models of dynamic discrete choice provide a useful framework for investigating many interest-

ing economic phenomena. Although there have been several recent applications of this class of models to

a wide variety of problems1, empirical work in this area has been limited to fairly simple models; much

of the focus of the dynamic discrete choice literature is on developing methods for analysing models of

increasing complexity and flexibility.

The main obstacle to the more widespread use of structural dynamic discrete choice models is the

significant computational burden of providing solutions to the agent’s problem. The principal difficulty

is the “curse of dimensionality”: as the number of state variables increases, numerical optimisation tech-

niques become less feasible. One implication that will be explored in detail in this study is that empirical

applications are typically obliged to assume that the unobserved random components of instantaneous

(within-period) returns are independently distributed.

Existing modelling strategies invariably begin by positing a parameterised functional form for within-

period returns in order to define the sequential problem; numerical techniques are used to provide

approximations to the decision rules describing optimal behaviour: see, for example, Rust (1987,1997).

These solutions are then used as a basis for estimation, inference and prediction: parameter combinations

that generate approximate decision rules that best explain observed behaviour are favoured2. If the

solution algorithm produces a decision rule that is “close” to the exact solution, then this approach

should yield satisfactory results. For the low-dimension models that have been used in applied work, it

may be reasonable to believe that the use of numerical techniques does not significantly affect inferences3.

1See, for example, Eckstein and Wolpin (1989), Keane and Wolpin (1994) and Rust (1994) for a brief survey of this
field.

2It is not always necessary to solve the agent’s problem in order to generate inferences about the model’s parameters:
see, for example, the techniques developed by Hotz and Miller (1994). However, decision rules are still required if the
objective of the modelling exercise is to provide forecasts or to evaluate the effect of changes to the agent’s environment.

3For example, the Monte Carlo study performed by Keane and Wolpin (1994) suggests that approximation biases of
the techniques they study are quite small.
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Nonetheless, conclusions about the validity of approximation techniques for high-dimension problems

are difficult to make if exact solutions cannot be used as a point of reference. Rust (1997a) performs

this sort of experiment in a comparison of numerical techniques for a class of problems for which exact

results are available, but generalizations to other contexts remain problematic.

This study provides a duality-based approach to models of dynamic discrete choice. The modelling

strategy is based on the proposition that given certain curvature conditions, there is a dual relation

between the value function of the agent’s problem and the function describing instantaneous returns.

Instead of positing a functional form for the returns function and using numerical techniques to ap-

proximate the value function, this study suggests positing a functional form for the value function and

using duality theory to derive the optimal decision rule and to infer the form of the associated returns

function. An attractive feature of the dual approach is that it does not require numerical solutions to

the dynamic programming problem, so its applicability does not depend on the dimension of the state

space. In particular, we show that it can easily handle the case in which the random components of

within-period returns are autocorrelated.

In addition to providing a duality-based solution strategy for models of dynamic discrete choice,

we also provide a Bayesian estimation algorithm for providing finite-sample inferences about the model

parameters. It is well known4 that Markov Chain Monte Carlo (MCMC) and data augmentation

techniques can greatly simplify estimation of static discrete-choice models, especially if the random

returns are autocorrelated5. These estimates can be used to provide forecasts and to evaluate the effect

of changes in the agent’s environments. The methods developed below are used to address a dynamic

discrete choice problem first analysed by Rust (1987): Harold Zurcher’s decision whether or not to

replace a bus engine in a given month.

The paper has 5 sections. Section 2 sets out the theoretical framework for models of dynamic discrete

4See Albert and Chib (1993) and McCulloch and Rossi (1994)
5Geweke, Keane and Runkle, (1997)
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choice, and Section 3 develops the dual approach to the problem. Section 4 applies dynamic duality to

Harold Zurcher’s problem and makes use of a data augmentation estimation algorithm to estimate the

parameters of the model. Section 5 concludes.

2 Models of Dynamic Discrete Choice

2.1 Notation

Suppose that there are m options available to the agent in a given period. In the standard approach,

these options characterise the choice set; see, for example, the development in Rust (1994). In the

analysis that follows, it will be convenient to suppose that agents can implement mixed strategies,

so that the choice variable dt is an element of the m − 1 dimension closed unit simplex: dt ∈ D ≡
{
d ∈ �m

+ |[ιτm · d] = 1
}
, where �m

+ denotes the closed positive orthant of �m, ιm is a unit vector of

dimension m, and where the superscript τ denotes transposition (all vectors are column vectors).

The return in period t is composed of both observable and non-observable components, which are

assumed to be additively separable. Let xt represent a vector of n observeable variables that affect the

return to the agent, and let f(xt; di,t = 1) represent the observeable return associated with option i.

Furthermore, define f(xt) to be the vector-valued function describing the observeable returns associated

with the various options; the ith element of f(xt) is f(xt; di,t = 1). Given the decision rule dt, the

expected observeable return in period t is [dt
τ · f(xt)].

In most models of discrete choice, all options are assumed to have an unobserveable, random com-

ponent. In static models, this assumption poses no problems, but it is equally true that there is no loss

in generality in assuming that one option has a non-stochastic return. In the current context, it will be

noted below that the agent’s problem is well-defined throughout the observeable state space only if one

option has a return with no unobserveable component. Suppose that the return to option m is entirely
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observeable, and let ut be a vector whose first m − 1 elements are random variables representing the

unobserveable component of options 1, 2, . . . , (m − 1) and whose mth element is zero. If the agent’s

optimal decision rule is dt, the expected unobserveable return in period t is [dt
τ · ut].

Combining both the observable and unobserveable components yields the following expression for

the expected return in period t expressed as a function of the observeable variables xt, the unobserved

term ut and the agent’s decision rule dt:

dt
τ [f(xt) + ut] (1)

We now turn to the stochastic specification of the model. Let S represent the set of possible values

for the state variables (xt, ut), and Let p(xt+1, ut+1|xt, ut, di,t = 1) denote the joint conditional density

for the period t+1 state variables given their period t realisations and the fact that option i was chosen

in period t. The conditional distribution for (xt+1, ut+1) given (xt, ut) and the decision rule dt is the

mixture:

p(xt+1, ut+1|xt, ut, dt) =
m∑

i=1

p(xt+1, ut+1|xt, ut, di,t = 1)di,t (2)

Note that if p(xt+1, ut+1|xt, ut, di,t = 1) varies with i, then current-period decisions affect future values

for the state variables; this aspect of the agent’s environment is the characteristic feature of dynamic

programming problems.

2.2 Description of the Problem

The techniques discussed in this paper are applicable for models in which the economic agent maximises

the expected present value of future returns, subject to the stochastic law of motion described by (2).
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The agent’s problem is denoted by:

J(xt, ut) ≡ max
{dt+j∈D}∞j=0

Et




∞∑
j=0

βj (dt+j
τ [f(xt+j) + ut+j ])


 (3)

where β ∈ (0, 1) is the discount factor, and where J(xt, ut) is the agent’s value function expressed as a

function of the state variables (xt, ut) ∈ S.

Let d̂(xt, ut) represent the period-t decision rule for the solution of (3) as a function of the observed

state and let f̂(xt, ut) ≡ [d̂(xt, ut)τ · f(xt)] denote the expected observeable return in the current period

associated with the optimal decision rule. Since the distribution for (xt+1, ut+1) depends on (xt, ut) and

dt, substituting the optimal decision rule into the law of motion for the state variable yields a first-order

Markov process for the state variables defined by the transition density

p̂(xt+1, ut+1|xt, ut) ≡ p(xt+1, ut+1|xt, ut, d̂(xt, ut)) (4)

We impose the following regularity conditions on the problem described by (3) and (2):

F.1 [dt
τ · f(xt)] is a well-defined, real-valued function for all dt ∈ D and for all xt.

F.2 There exists a unique solution to (3); the decision rules d̂(xt, ut) are at least once differentiable in
ut.

F.3 For any choice dt
′ ∈ D, and for any xt, there exists a value ut

′ such that dt
′ is the optimal period-t

decision given the combination (xt, ut
′) ∈ S.

F.4 The stochastic process generated by the transition density p̂(xt+1, ut+1|xt, ut) defined by (4) is
ergodic.

The regularity condition F.1 is relatively easy to interpret. The key restrictions F.2 and F.3 en-

sures that for any xt, small variations in ut can generate changes to the optimal decision rule and that

an arbitrary decision rule dt
′ can be made optimal given an appropriate value for ut. These condi-

tions are non-standard, and their implications are discussed below. The principal implication of F.4
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is a transversality condition, and it can be replaced by an appropriate restriction that ensures that

Et limj→∞ βj d̂(xt+j , ut+j)τ [f(xt+j) + ut+j ] = 0.

Applying the principal of optimality yields the stochastic version of Bellman’s equation:

J(xt, ut) = max
dt∈D

Et {dt
τ [f(xt) + ut] + βJ(xt+1, ut+1)} (5)

where the optimum in (5) is obtained subject to the laws of motion (2). It is useful to express (5)

in terms of the conditional expected value functions E[J(xt+1, ut+1)|xt, ut, di,t = 1], which describe the

conditional expectation of the period t + 1 value function, given current values of the state variables

and conditional on di,t = 1. Let J̄(xt, ut) be a vector of m conditional value functions whose ith element

is E[J(xt+1, ut+1)|xt, ut, di,t = 1]. The agent’s problem can now be written as

J(xt, ut) = max
dt∈D

{
dt

τ [f(xt) + ut + βJ̄(xt, ut)]
}

(6)

where again, the maximum in (6) is obtained subject to the laws of motion (2).

The Bellman equation (6) makes explicit the dynamic nature of the agent’s problem: the period-t

choice affects both the current period’s returns as well as future events, by means of its effect on the

state variables in the subsequent period.

3 A Duality-Based Approach

This study suggests an approach to the agent’s problem based on the proposition that under certain

regularity conditions, there is a duality between f and J . Given an appropriate specification for the

value function J , it is possible to provide exact solutions to the agent’s problem for a wide variety of

problems. Moreover, the applicability of this approach does not depend on the dimension of the state

space.
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3.1 Duality Theorems for Dynamic Discrete Choice Problems

An implication of (6) is that

J(xt, ut) ≥ dt
τ [f(xt) + ut + βJ̄(xt, ut)] (7)

where the inequality in (7) becomes an equality if dt is set equal to d̂(xt, ut), the optimal current-period

choice. Re-arranging (7) yields:

[dt
τ · f(xt)] ≤ J(xt, ut) − dt

τ [ut + βJ̄(xt, ut)] (8)

Equation (8) provides the basis for the dual approach to the modelling problem. As noted above,

conventional approaches to the agent’s problem specify functional forms for f(xt) and make use of (6) to

calculate the value function J(xt, ut). The dual modelling approach for dynamic programming problems

developed by Epstein (1981) addresses the problem from the opposite viewpoint: a value function is

specified, and duality theory is used to derive both the optimal decision rule as well as the form of f(xt).

This approach is similar in spirit to the “backward estimation” technique described in Rust (1994, pp

149-50), the important difference being that the the value function used here does not depend on the

current decision.

Continuing in the spirit of (8), consider the inverse to (6):

[dt
τ · f(xt)] = min

ut

{
J(xt, ut) − dt

τ [ut + βJ̄(xt, ut)]
}

(9)

Recall that um,t ≡ 0, so the minimum in (9) is obtained by varying the first m − 1 elements of ut. If

a functional form for the value function J(xt, ut) is specified, (9) is a static minimisation problem; if

certain regularity conditions are satisfied, the solution to (9) is [dt
τ · f(xt)]. By setting di,t = 1 for each
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i = 1, 2, . . . ,m, (9) can be used to identify each element of the vector-valued function f(xt).

In the standard case, the solution to (9) is obtained if ut lies in the region that makes a given decision

optimal; the value function is linear in this region. But if the error terms are not independent, then

even if a given variation in ut may not be large enough to affect period-t decisions, the resulting change

in Et[ut+j ] might be enough to alter the optimal path of expected future decisions, and hence the value

of the agent’s problem, so that the value function will generally be a non-linear function of ut. This

does not ensure that the value function will be twice-differentiable in ut, since infinitesimal variations

in ut will not necessarily affect the optimal path throughout the state space.

It is at this point that the differences between the regularity conditions of the usual framework (eg:

Rust, 1994) that those imposed in this study are most apparent: the value function J(xt, ut) defined in

(3) is a twice-differentiable function of ut everywhere in the state space. This is not an approximation:

Theorem 1 below demonstrates that this property of the value function is a direct result of the regularity

conditions F imposed on the sequential problem (3). With this extra curvature, (9) yields a unique

solution, and duality theory can be used to derive the optimal decision rules.

The following expressions will be used in the discussion of the duality theorems discussed below:

Γ(δt;xt, ut) ≡ δt + β
[
J̄u(xt, ut)

]

 δt

1 − [ιτm−1 · δt]




δ̃(xt, ut) ≡ Γ−1(Ju(xt, ut);xt, ut)

d̃(xt, ut) ≡

 δ̃(xt, ut)

1 − [ιτm−1 · δ̃(xt, ut)]




f̃(xt, ut) ≡ J(xt, ut) − d̃(xt, ut)τ [ut + βJ̄(xt, ut)]

where Ju(xt, ut) is a vector of dimension m− 1 whose ith element is the first derivative of J(xt, ut) with

respect to ui,t, and where J̄u(xt, ut) is a (m−1)×m matrix whose (i, j)th element is the derivative of the

jth element of J̄(xt, ut) with respect to the ith element of ut. It will be shown that d̃(xt, ut) represents

8



the optimal period-t decision rule mapping S onto D. When substituted in the stochastic law of motion

for the state variables, d̃(xt, ut) generates a first-order Markov process for the state variables according

to the transition density

p̃(xt+1, ut+1|xt, ut) ≡ p(xt+1, ut+1|xt, ut, d̃(xt, ut)) (10)

We impose the following regularity conditions on the value function J :

R.1 J is a well-defined real-valued function that is at least twice differentiable in ut.

R.2 d̃t(xt, ut) is a well-defined function that maps S onto D.

R.3 The minimum in (9) is attained at (xt, ut
′) ∈ S if dt = d̃(xt, ut

′)

R.4 The stochastic process generated by the transition density p̃(xt+1, ut+1|xt, ut) defined by (10) is
ergodic.

Conditions R.1, R.2 and R.4 are roughly analogous to conditions F.1, F.2 and F.4 described above.

Condition R.3 is the curvature condition that permits the use of a dual approach to the problem; it

ensures that the first-order conditions are sufficient to characterise the minimum in (9).

Theorems 1 and 2 are adapted from Epstein (1981):

Theorem 1:

(a) Let f satisfy F and define J by (3). Then J satisfies R. If J is used to define f∗ by (9),
then f∗ = f .

(b) Let J satisfy R and define f by (9). Then f satisfies F . If f is used to define J∗ by (3),
then J∗ = J .

Theorem 2:

Let f satisfy F and let J be the dual value function. The optimal policy function is d̃(xt, ut).

Proof: See Appendix A.

9



Theorem 1 demonstrates the duality between f and J , and Theorem 2 provides the optimal decision

rule6. The proofs of Theorems 1 and 2 are adapted from Epstein (1981) and Gordon (1996), and are

reproduced in Appendix A.

The basic idea of the dual approach is that the combination (xt, ut, d̂t) characterises the solution to

both (7) and (9). The first order conditions to (9) yield:

Ju(xt, ut) − δt − βJ̄u(xt, ut)dt = 0 (11)

where δt is the vector of the first m − 1 elements of dt. Given xt and dt, R.3 ensures that there is a

unique ut that satisfies (11) and that this value solves (9). This minimised value provides the form for

the function [dt
τ · f(xt)] associated with J(xt, ut). If instead we are given xt and ut, (11) can also be

used to solve for d̃(xt, ut), the optimal choice in period t.

It can also be seen from (11) that models in which all options have an unobserved component will

not, in general, have well-defined solutions. If all m elements of ut were free to vary in (9), (11) becomes

Ju(xt, ut) − dt − βJ̄u(xt, ut)dt = 0 (12)

where Ju(xt, ut) is now of dimension m and where J̄u(xt, ut) is a square matrix. If [Im + βJ̄u(xt, ut)] is

nonsingular, then there is a unique value for dt that solves (12). However, this solution would not take

into account the fact that dt lies within the (m−1)-dimensional unit simplex, which places an additional

restriction to the m equations in (12); the m-dimensional vector dt would then be identified by m + 1

linear restrictions. It may be the case that certain combinations of (xt, ut) will generate solutions to

(12) that are in the unit simplex, but the analyst would then be obliged to limit attention to this zero-

probability subspace of S. This restriction would - among other things - affect the integrals associated

6Theorem 2 is analagous to Hotelling’s Lemma.
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with the expectations in (3) and (5), and could have perverse effects such as ruling out observed values

for xt. In order to avoid this sort of complication, it seems preferable to assert the existence of an option

whose return is a function of observeable variables alone, so that no restrictions are placed on the space

of xt.

3.2 Interpreting Value Functions

Many researchers may be uneasy with the idea of using the value function as the basis for a structural

model; the function f is generally regarded as representing the “primitives” of the agent’s problem in

(3). Clearly, the use of duality theory does not affect the structure of the sequential problem: whatever

information there is in f is incorporated in J . If the regularity conditions required of the parameterised

model are satisfied, then the decision rules d̃t(xt, ut) provide a convenient way of making use of economic

theory in order to predict behaviour at a given point in the state space. If the purpose of the modelling

exercise is to provide forecasts, there is no need to specify the form for f(xt).

Nonetheless, the agent’s problem is usually most easy to interpret when it is characterised as the

sequential problem (3). For example, if the primary focus of interest is on investigating certain features

of a given f(xt; di,t = 1), then the sequential problem is a natural analytical framework. We now turn

to the question of how to use the value function in order to learn about f(xt).

Monotonicity conditions are easily verified. Suppose that the analyst is interested in whether or not

the return associated with the ith option - i.e., f(xt; di,t = 1) - is an increasing or decreasing function

of xt. The link between the first derivatives of f and J is established by Corollary 1:

Corollary 1:

Let f and J be dual functions that satisfy the restrictions imposed by Theorem 1, and let J
and f(xt; di,t = 1) be at least once continuously differentiable in xt. Then:

df(xt; di,t = 1)
dxt

=
∂J(xt, u

∗
t )

∂xt
− β

∂E[J(xt+1, ut+1)|xt, u
∗
t , di,t = 1]

∂xt
(13)
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where u∗t solves (9).

Proof of Corollary 1:

Taking the derivative of both sides of (9) and applying the envelope theorem yields (13).

Corollary 1 demonstrates the equivalence between statements about monotonocity conditions for

f(xt; di,t = 1) and for J(xt, ut). Given a functional form for the value function, (13) can be used to

check to see if the desired monotonicity condition for f(xt; di,t = 1) is satisfied.

More generally, if the analyst is interested in obtaining more information about the returns function,

then it will be necessary to solve the static minimisation problem in (9). If the functional form of J(xt, ut)

is suitably tractable, analytic forms for f(xt) will be available.

3.3 Discussion

The hypothesis that the value function is a twice-differentiable function of the unobserved component

ut is the key assumption for Theorems 1 and 2 above. It should be noted that the set of observeable

state variables need not necessarily be continuous. For example, there is nothing in the model described

above that excludes the case where xt simply indexes qualitatively different states. The continuity in xt

required by Corollary 1 applies only to the case where the dual returns function f(xt) is also continuous.

The main implication of the dual approach is that the optimal decision rule will generally be a

mixed strategy. Suppose that the number of choices m = 1 and that the ut terms are iid. In the

standard model, the optimal decision rule takes the form of an indicator function d∗(xt, ut) ∈ {0, 1}:

if ut were observed, the agent’s behaviour can be predicted with certainty. In the dual approach, the

optimal decision rule d̂ maps the state space into the unit interval, so even if ut were observed, the

agent’s choice cannot be predicted with certainty. This distinction would be of considerable practical

importance if in fact the error terms were observeable. However, since the analyst is obliged to calculate

a choice probability by taking the expectation with respect to ut, there does not appear to be a strong
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case for preferring to use a forecast based on p∗(yt = 1|xt) =
∫
d∗(xt, ut)p(ut) dut over one based on

p̂(yt = 1|xt) =
∫
d̂(xt, ut)p(ut) dut.

An attractive feature of this modelling approach is that it is not subject to the “curse of dimen-

sionality”: the applicability of Theorems 1 and 2 does not depend on the dimension of the state space.

Moreover, Theorem 2 provides exact decision rules for the agent’s problem: there is no need to make

use of numerical approximations. If the dimension of the observable state vector xt is large, or if the

unobserved components of within-period returns are believed to be autocorrelated, then the availablity

of exact solutions to the problem greatly simplifies the task of the analyst. Although there are nu-

merical approximations that can be used in models with a high-dimension state vector (Rust, 1997)

or with non-iid errors (Stinebrickner, 1997), it is almost impossible to characterise either the size or

the direction of the distortions generated by these approximations. If problems such as poor fit or

implausible estimates arise, it is not clear to what extent the these anomolies indicate model failure or

an inappropriate optimisation algorithm.

3.4 Econometric Modelling Issues

The extra element of uncertainty introduced by the model’s use of mixed strategies implies that an

econometric model of dynamic discrete choice will have a hierarchical structure. Firstly, the agent

observes the state variables xt and ut; realised values of yt occur according to the probabilities associated

with the optimal decision rule d̂(xt, ut). The distribution of yt given the state variables is therefore:

p(yt|xt, ut) = yt
τ · d̂(xt, ut) (14)

The choice probabilities in (14) can be used as the basis for a likelihood function.

For notational purposes, let ω represent the parameters of the value function, and let η represent

the parameters in the transition densities p(xt+1, ut+1|xt, ut, di,t = 1). Substituting the parameterised
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version of the optimal decision rule d̂(xt, ut;ω, η, β) into (14) yields

p(yt|xt, ut, ω, η, β) = yt
τ · d̂(xt, ut;ω, η, β) (15)

Let p(xt, ut|yt−1, xt−1, ut−1, η) represent the parameterised version of the law of motion (2). The joint

density for period t variables is therefore

p(yt, xt, ut|yt−1, xt−1, ut−1, ω, η, β) = p(yt|xt, ut, ω, η, β)p(xt, ut|yt−1, xt−1, ut−1, η) (16)

Suppose that T time series observations for yt, xt and ut are available. Given the hierarchical structure

of the model, it is convenient to suppose that x1 and u1 are fixed. Let x, u represent the set of

observations for xt and ut for periods 2, 3, . . . , T , and let y represent the sequence (y1, y2, . . . , yT ). The

joint density p(y, x, u|ω, η, β, x1, u1) can therefore be written as

p(y, x, u|ω, η, β, x1, u1) =
T∏

t=1

p(yt|xt, ut, ω, η, β)
T∏

t=2

p(xt, ut|yt−1, xt−1, ut−1, η) (17)

In order to obtain a likelihood function that can be written in terms of observed data alone, we

integrate u and u1 from (17) with respect to the density for the unobserved random vector u:

L(ω, η, β; y, x, x1) =
∫

· · ·
∫ ∫

p(y, x, u|ω, η, β, x1, u1)p(u1|x1, η) du1 du2 · · · duT (18)

Unless the ut terms are iid, then the multiple integrals in (18) cannot be expressed as the product of

T independently evaluated integrals. It should be noted that this difficulty is one of estimation, and

is independent of the problems encounted in solving the agent’s problem. As we shall see in Section

5 below, the recent development of Markov Chain Monte Carlo and data augmentation techniques

provides a convenient way of estimating the parameters without evaluating the integrals in (18).
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4 An Application to Harold Zurcher’s Problem

In order to illustrate the techniques developed in the previous section, we now consider a well-known

problem in the dynamic discrete choice literature, that of Harold Zurcher, described in Rust’s (1987)

classic article. The problem is simple to describe: in each period, it must be decided whether or not a

bus engine should be replaced, or if ordinary maintenance should be performed. The cost of ordinary

maintenance is believed to increase with accumulated mileage, so the optimal decision is the solution

to a non-trivial dynamic programming problem. Since the formal development of the structural model

is provided by Rust (1987), we provide only a brief description.

4.1 Description of the Problem

There are two options available, so m = 2. If d1,t = 1, then ordinary maintenance is performed, and if

d2,t = 1, then the bus engine is replaced. Since d1,t + d2,t = 1, there is no loss in characterising the the

problem in terms of δt ≡ d1,t. Similarly, let yt = 1 if the analyst observes that ordinary maintenance is

performed, and let yt = 0 if it is observed that the bus engine is replaced. The observeable state variable

is the accumulated mileage xt, and the function f(xt; δt = 1) is interpreted as the negative of the cost

of performing ordinary maintenence of a bus engine with accumulated mileage xt. The cost of replacing

an engine is the negative of f(xt; δt = 0). As noted earlier, it must be assumed that one option has a

return that is a function of observeable variables alone; since the replacement costs are easier to measure

(Rust (1987) provides Zurcher’s estimates) it seems reasonable to suppose that the cost of performing

ordinary maintenance is subject to a random factor that is not observed by the analyst. The return in

period t is therefore:

δt[f(xt; δt = 1) + ut] + (1 − δt)f(xt; δt = 0)

Let zt represent the mileage accumulated in period t after the period t decision is made. The
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evolution of the state variables is described by:

ut+1 = ρut + εt+1 xt+1 =



xt + zt δt = 1

zt δt = 0

where εt ∼ iid N(0, σ2), log[zt] ∼ iid N(η1, η2), and where εt and zt are assumed to be independent

random variables. The iid assumption for zt is made for simplicity: if zt were autocorrelated, then zt−1

becomes another state variable and would be added as another argument of the value function.

Given this structure, (6) can be written as

J(xt, ut) = maxδt∈[0,1]{δt[f(xt; δt = 1) + ut] + (1 − δt)f(xt; δt = 0)+

β{δtE[J(xt+1, ut+1)|xt, ut, δt = 1) + (1 − δt)E[J(xt+1, ut+1)|xt, ut, δt = 0)]} }
(19)

The counterpart to (9) is then:

δtf(xt; δt = 1) + (1 − δt)f(xt; δt = 0) =

minut{J(xt, ut) − δtut− β{δtE[J(xt+1, ut+1)|xt, ut, δt = 1)]+

(1 − δt)E[J(xt+1, ut+1)|xt, ut, δt = 0)]} }

(20)

4.2 Functional Forms

As in any empirical application of duality theory, some care must be taken in choosing a functional form.

Essentially, the class of convenient function forms shrinks as more is required of the model. If forecasting

is the principal aim, then all that is required is that it be possible to evaluate the decision rules d̂(xt, ut).

If the analyst wishes to make inferences about certain features of f(xt), then the functional form of

J(xt, ut) should be sufficiently tractable so as to provide analytic expressions for the returns function,

or at least permit the evaluation of f(xt) at a given point.

Existing econometric applications of dynamic duality (Epstein and Denny (1983), Bernstein and

16



Nadiri (1989), Gordon (1996)) make use of value functions that are quadratic in the state variables.

This assumption is not always necessary (Gordon (1996) also makes use of a Cobb-Douglas functional

form), but it is generally sufficient to ensure the existence of analytic solutions to (9). Whether or

not more flexible forms can be used in any given application will depend on the problem at hand. For

example, if the evolution of xt were non-stochastic, then it would be easier to calculate the expected

value function for more complicated models.

In the current context, a tractable semi-parametric functional form is available. Suppose that the

value function takes the form:

J(xt, ut) = A(xt) +B(xt)ut + (1/2)Cu2
t (21)

where A is a polynomial of order 2q and B is a polynomial of order q. Given this structure, it can be

shown that the elements of f(xt) will be polynomials of order 2q, so a high degree of flexibility can be

obtained for an appropriately large choice of q. The estimates below are for the case q = 2:

J(xt, ut) = A0 +A1xt +A2x
2
t +A3x

3
t +A4x

4
t +

(B0 +B1xt +B2x
2
t )ut + (1/2)Cu2

t

(22)
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Applying the laws of motion to (22) and taking expectations given available information yields:

E[J(xt+1, ut+1)|xt, ut, δt = 1] = A0 +A1xt +A1µ1 +A2x
2
t + 2A2xt +A2µ2+

A3x
3
t + 3A3µ1x

2
t +A3µ3+

A4x
4
t + 4A4µ1x

3
t + 6A4µ2x

2
t + 4A4µ3xt +A4µ4+

B0ρut +B1xtρut +B1µ1ρut+

B2x
2
tρut + 2B2xtµ1ρut +B2µ2ρut+

(1/2)C(ρ2u2
t + σ2)

E[J(xt+1, ut+1)|xt, ut, δt = 0] = A0 +A1µ1 +A2µ2 +A3µ3 +A4µ4+

B0ρut +B1µ1ρut +B2µ2ρut+

(1/2)C(ρ2u2
t + σ2)

(23)

where µr ≡ E[zr
t ] represents the rth moment of zt. Substituting (22) and (23) into (20) yields the

first-order condition

B0+B1xt+B2x
2
t +Cut−δt−β[B0ρ+B1µ1ρ+B2µ2ρ+Cρ2ut+B1ρxtδt+B2ρx

2
t δt+2B2µ1ρxtδt] = 0 (24)

Note that the condition C(1 − βρ2) > 0 ensures that R.3 holds. Rearranging (24) yields the optimal

decision rule

δ̂(xt, ut) =
B0(1 − βρ) +B1(xt − βρµ1) +B2(x2

t − βρµ2) + C(1 − βρ2)ut

1 + βρ(B1xt +B2x2
t + 2B2µ1xt)

(25)

Solving for the value of ut that solves (24) and substituting into (20) yields fourth-order polynomial
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forms for f(xt; δt = 1) and f(xt; δt = 0):

f(xt; δt = 1) = φ0 + φ1xt + φ2x
2
t + φ3x

3
t + φ4x

4
t

f(xt; δt = 0) = γ0 + γ1xt + γ2x
2
t + γ3x

3
t + γ4x

4
t

(26)

Appendix B.1 demonstrates how (26) is obtained and as well as how to calculate the parameters of the

polynomials φ(xt) and γ(xt) in (26) as functions of the parameters of J(xt, ut) and of the parameters

that describe the law of motion of the state variables.

4.3 Imposing the Regularity Conditions

Empirical estimates for the parameters of an econometric model have a structural interpretation only if

they satisfy the regularity conditions imposed by the model. In order to satisfy the regularity conditions

of the model described above, we are obliged to place limits on both the state space as well as the set

of admissible parameter values.

Conditions R.1, R.3 and R.4 can be satisfied if the parameters satisfy the conditions set out in Ap-

pendix B.2. Since the empirical application below makes use of Bayesian methods, it is straightforward

to rule out parameter combinations that violate these conditions: zero prior probability is assigned to

the irregular region of the parameter space.

The implications of conditionR.2 are more far-reaching. It is clear that no combination of parameters

is able to ensure that the decision rule δ(xt, ut) defined by (25) lie within the interval [0, 1] for all values

of xt and ut. Instead of supposing that the regularity conditions hold for all possible outcomes, we

assume that they hold in the region of the state space that corresponds to observed behaviour7. In

order to do so, we place limits on both the parameters as well as the state space. For a given set of

parameters and for any xt, it is possible to make use of (25) in order to identify the range of possible

7This is the distinction between “global” and “local” regularity.
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values for ut that are consistent with R.2; it is assumed that realised values of ut lie in the regular

region. The estimation strategy below takes into account the sample selection implied by the regularity

conditions.

4.4 The Likelihood Function

As noted earlier, the likelihood function will have a hierarchical structure. Incorporating the parame-

terised decision rule (25) into (14) yields

p(yt|xt, ut, ω, β, η, ρ) = [δ(xt, ut;ω, β, η, ρ)yt(1 − δ(xt, ut;ω, β, η, ρ))(1−yt)]

where ω ≡ (B0, B1, B2, C) is the vector of value function parameters that appear in the decision rule.

If the regularity conditions are not imposed, it has already been noted that p(ut|ut−1, ρ, σ
2) =

N(ρut−1, σ
2). However, if R.2 is to be satisfied, the set of possible values for ut is the interval that

yields decision rules that lie in the unit interval, and the upper and lower bounds of this interval depend

on xt as well as the parameters ω , β , η and ρ. If p(R|xt, ω, β, η, ρ, σ
2) represents the probability that

ut lies within the interval that satisfies R.2, then

p(ut|xt, yt−1, xt−1, ut−1, ω, β, η, ρ) =
p(ut|ut−1, ρ, σ

2)
p(R|xt, ω, β, η, ρ, σ2)

Lastly, given xt, xt−1 and yt−1, we can recover the monthly milage series zt, which has a log-normal

distribution:

p(xt|yt−1, xt−1, ut−1, η) = p(zt|η) = LN(η1, η2)
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If the series ut is observed, write the augmented likelihood function as8

L(θ;u, x, y) ≡ p(y|u, x, θ)p(u|x, θ)p(x|θ) (27)

where

θ ≡ {β, ρ,B0, B1, B2, C, η1, η2}

p(y|u, x, θ) ≡ ∏T
t=1 p(yt|xt, ut, ω, β, η, ρ)

p(u|x, θ) ≡ ∏T
t=2 p(ut|xt, yt−1, xt−1, ut−1, ω, β, η, ρ)

p(x|θ) ≡ ∏T
t=2 p(xt|yt−1, xt−1, ut−1, η)

The likelihood function L(θ;x, y) is obtained by integrating out u as in (18).

4.5 Identification Restrictions

There are 14 structural parameters in the model described above, but only the eight parameters in θ

appear in the likelihood function. For forecasting purposes, it is sufficient to limit attention to θ, but

if we wish to perform inferences about certain other features of the model, then we must address the

problem of identification.

The parameters of the polynomial A(xt) can be identified by adopting Rust’s (1987) restrictions

on the sequential problem. If it is assumed that replacement costs do not depend on the accumulated

mileage of the old engine, then Appendix B.3 shows show the four independent restrictions γ1 = γ2 =

γ3 = γ4 = 0 can be used to identify A1, A2, A3 and A4. The intercept A0 can be set equal to an

arbitrary constant to fix J(0, 0), or it can be identified by fixing either φ0 or γ0 at an arbitrary level.

In this case, we adopt Rust’s (1987) restriction and set φ0 ≡ 0, so that there is no cost associated

with performing ordinary maintenance on an engine that has zero accumulated mileage. Lastly, since

the variance of ut does not enter the decision rule, there is no loss in generality in adopting the usual

8The dependence of L(θ; u, x, y) on x1 and u1 is supressed in order to simplify the notation.
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convention of setting σ2 = 1.

4.6 A Data Augmention Estimation Algorithm

If the error terms ut are not iid, then the computational burden of calculating the T−dimensional

integral in (18) will often be too great to implement an estimation strategy based on maximum likelihood

methods - see, for example, Geweke, Keane and Runkle (1997). It is for this reason that we suggest using

a Bayesian estimation strategy that uses Markov Chain Monte Carlo (MCMC) and data augmentation

techniques. These methods have proven to be extremely powerful tools for Bayesian estimation of latent

variable models. Albert and Chib (1993) and McCulloch and Rossi (1994) note that MCMC with data

augmentation greatly simplifies the estimation of static discrete choice models, and it appears to be the

case for dynamic discrete choice models as well.

The intuition behind Tanner and Wong’s (1987) data augmentation technique is by now well known.

Denote the prior distribution of θ by p(θ). In the current context, direct inference based on the posterior

distribution

p(θ|x, y) ∝ L(θ;x, y)p(θ)

is extremely difficult, since it would be based on a likelihood function of the form (18). However, if the

values for ut were observed, analysis of the posterior distribution

p(θ|u, x, y) ∝ L(θ;u, x, y)p(θ)

is fairly tractable. Similarly, if θ were known, then we shall see below that it is fairly straightforward

to characterise the distribution p(u|θ, x, y). The Markov chain described below is based on a sequence
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of iterative draws according to:

θ ∼ p(θ|u, x, y)

u ∼ p(u|θ, x, y)
(28)

Under quite general conditions, it can be shown (Gelfand and Smith, 1990) that the sequence of

draws {(θ, u)} generated by (28) is an irreducible and aperiodic Markov chain whose stable distribution

is p(θ, u|x, y). The sequence of draws for θ can therefore be interpreted as a sequence of autocorrelated

draws from the posterior distribution p(θ|x, y), and this artificial sample can be used to estimate various

features of interest of p(θ|x, y). Appendix C describes how the (28) is applied to the problem at hand.

4.7 Data

Rust (1987) provides a detailed description of the data used in the current application. The results

presented below make use of the data for the accumulated mileage and replacement dates for the 37

1975 GMC bus engines purchased in 1978. Parameter estimates are based on data for odd-numbered

buses, and the even-numbered buses are used to provide a basis for evaluating the forecasting properties

of the model.

4.8 Priors

The only parameter for which a significant amount of prior information is brought to the estimation is the

discount factor β. The beta distribution p(β) = B(99.65, 0.35). is consistent witht he belief that Harold

Zurcher has a subjective discount rate on the order of 2 or 3% at annual rates. For the other parameters,

flat priors are used in the region of the parameter space that satisfies the regularity conditions. Zero

prior probability is assigned to parameter combinations that do not satisfy the restrictions listed in

Appendix B.2.

An additional restriction that may be desirable to impose is to ensure that the sample selection
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restriction R.2 is not too binding, thus avoiding the possibility that the model will over-fit the data by

simply generating values for ut that generate arbitrarily high values for p(yt|xt, ut, θ). The practical

effect of such a restriction is to fix the value of C, the curvature parameter: a prior density that has a

mode at unity drives C to 0, while priors that have a mode of less than one simply generate values for

C that are consistent with the prior. In the results below, we simply setting C at a very small (positive)

number, so that only wildly improbable realisations of ut will generate fitted values for d̂(xt, ut) that

lie outside the unit interval. In doing so, the model is forced to rely on observables to make forecasts

about observable behaviour.

4.9 Parameter Estimates

Two rounds of estimation were performed, one in which the ut terms are not restricted to be iid, and

one where ρ is set equal to zero. After a “burn-in” run of 1000 draws, the subsequent 5000 draws were

retained to calculate the estimates presented below. The numerical standard errors for the estimates

- calculated using the techniques suggested by Geweke (1992) - are all less than 0.5% of the absolute

values. The two sets of parameter estimates are listed in Table 1.

Since the estimation greatly reduces the role of the ut terms, the question of whether or not the error

terms ut are autocorrelated loses much of its importance. Although it is possible to take into account

the possibility that the ut terms are autocorrelated, it is clear from Table 1 that there is little loss in

setting ρ = 0. In order to see if the restriction ρ = 0 significantly affects the forecasting properties of

the model, the draws for θ taken from the posterior derived from the odd-numbered buses were used to

calculate estimates for the predictive densities for the even-numbered bus data. It appears that the iid

assumption for the error terms does in fact reduce the predictive capacity of the model, but the data’s

rejection of the restriction is far from overwhelming: the estimated Bayes factor in favour of H0 : ρ = 0

against the alternative H1 : ρ �= 0 is roughly 0.7.
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Table 1: Posterior Moments
ρ �= 0 ρ = 0

Parameter Mean Std. Dev Mean Std Dev
β 0.9965 0.0058 0.9965 0.0057
ρ 0.0035 0.0026 0 0
A0 2.254e+10 8.577e+10 3.269e+10 1.252e+11
A1 3.826e+05 2.614e+05 5.302e+05 3.524e+05
A2 -4.678e+03 1.016e+03 -5.4812e+03 1.670e+03
A3 -0.1995 0.177 -0.345 0.306
A4 0.0012 0.0005 0.0017 0.001
B0 1.0016 0.0021 0.9978 0.0015
B1 3.836e-05 2.627e-05 5.318e-05 3.541e-05
B2 -4.698e-07 1.031e-07 -5.515e-07 1.698e-07
C 1.0e-10 0 1.0e-10
η1 1.0323 0.0115 1.0324 0.0118
η2 0.3010 0.0090 0.3010 0.0092
γ0 -4.982e+09 1.374e+07 -4.978e+09 1.513e+07
φ1 32700 8610 39100 13900
φ2 -34.18 35.6 -50.08 49.4
φ3 0.1817 0.168 0.3223 0.292
φ4 -0.0011 0.0005 -0.0017 0.0010

4.10 Model Evaluation

In order to get some idea of the overall suitability of the model, Figure 1 compares the fitted decision

rule with a nonparametric estimate for the hazard function; this figure is analagous to Rust’s (1987)

Figure 39. For values of xt of less than 250,000 miles or so, the structural model does not generate

predictions that are greatly at odds with those of an unstructured alternative. It is presumably the case

that a more flexible functional form (i.e., higher-order polynomials for the value and returns functions)

would permit the structural model to reproduce the fluctuations in the non-parametric hazard that

occur at high mileage levels. However, since these fluctuations are in the region where there are not

many data points (less than 13% of the sample), Rust (1987) notes that the non-parametric estimates

are not particularly reliable, and should not be used as a basis for concluding that the structural model

9The window used here is considerably wider than that used by Rust (1987), whose estimates are much more volatile
functions of mileage.
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is incapable of fitting the data.

Figure 1: Estimated Bus Engine Replacement Probabilities
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Solid line is estimated decision rule for ρ �= 0 case; dotted line is non-parametric estimate.
Mileage is measured in thousands of miles.

5 Conclusion

This paper suggests that duality theory can be a powerful tool in analysing problems of dynamic

discrete choice, especially for the case in which the unobserved components of within-period returns

are autocorrelated. If the analyst is willing to approximate a piecewise-linear value function by one

that is twice-differentiable, solutions to high-dimension problems can be obtained without resorting to

numerical optimisation techniques that may be subject to the “curse of dimensionality”.
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A Proofs of Theorems 1 and 2

Proof of Theorem 1

(a) Given that f satisfies F , show that J defined by (3) satisfies R.

R.1 J is well-defined on S by F.1; F.2 establishes the required differentiability.

R.3 Let (xt, ut
′) ∈ S. Given (xt, ut

′), d̂(xt, ut
′) ∈ D solves (7). By the nature of problems (7)

and (9), it follows that ut
′ is optimal in (9) given (xt, dt) = (xt, d̂(xt, ut

′)). However, the first
order conditions for an optimum in (9) yield dt = d̃(xt, ut

′). (This proves Theorem 2). There
is now no need to distinguish between d̂(xt, ut) and d̃(xt, ut). R.3 is dual to F.3.

R.2 Follows from F.3

R.4 It has already been demonstrated that d̂(xt, ut) = d̃(xt, ut), so R.4 is a restatement of F.4.

Now use J to define f∗ by (9). It must be shown that f = f∗ over their common domain. By R.2,
it is enough to prove that f̃(xt, ut) = f̂(xt, ut) for all (xt, ut) ∈ S. As in the proof that J satisfies
R.3,

f̃(xt, ut) = J(xt, ut) − d̂(xt, ut)
τ
[ut + βJ̄(xt, ut)]

≡ f̂(xt, ut)

where the equality in the second line follows from (9)

(b) Given that J satisfies R, show that f defined by (9) satisfies F .

F.1 f is well-defined by R.2 and R.3.

F.2 Let (xt, ut
′) ∈ S and consider the corresponding version of (3). By the definition of f ,

dt
τ [f(xt) + ut] ≤ J(xt, ut) − βEtJ(xt+1, ut+1) for all possible dt, and with equality if dt =

d̃(xt, ut). If this is the case, then ut
′ is optimal in (9) by R.3. Therefore, for any finite T ≥ 1

Et

T∑
j=0

βj(dt+j
τ [f(xt+j) + ut+j ]) ≤ Et

T∑
j=1

βj(J(xt+j , ut+j) − βJ(xt+j+1, ut+j+1))

= J(xt, ut) − βTEtJ(xt+T+1, ut+T+1)

J(xt, ut) - βTEtJ(xt+T+1, ut+T+1) describes the upper bound for the expected value of any
feasible program. The inequality becomes an equality if dt+j = d̃(xt+j , ut+j) for each period
t+j, thus generating the stochastic sequence defined by (10). By the ergodic property of this
sequence (R.4), EtJ(xt+T+1, ut+T+1) converges to a constant, so βTEtJ(xt+T+1, ut+T+1) →
0 as T → ∞. Therefore, Et

∑∞
j=0 β

j(d̃τ
t+j [f(xt+j) + ut+j ]) = J(xt, ut), so J defines the

value of optimal programs corresponding to f . The condition R.1 provides the required
differentiability of the decision rules.

F.3 Let dt
′ be a feasible choice, and let ut

′ be optimal in (9). That the state vector (xt, ut
′)

generates dt
′ as the optimal period-t choice was shown in the proof of F.2.

F.4 Restatement of R.4.

Now use f to define J∗ via (3). It was shown in the proof of F.2 that J∗ = J . QED
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B Functional Forms

B.1 Solving for f

The problem (20) can be expressed as:

((1 − δt), δt) · f(xt) = minut{ [ A0 +A1xt +A2x
2
t +A3x

3
t +A4x

4
t +

B0ut +B1xtut +B2x
2
tut + (1/2)Cu2

t ]−
δtut−

β[ A0 +A1µ1 +A2µ2 +A3µ3 +A4µ4+
B0ρut +B1µ1ρut +B2µ2ρut + C(ρ2u2

t + σ2)+
A1δtxt +A2δtx

2
t +A3δtx

3
t +A4δtx

4
t +

2A2µ1δtxt + 3A3µ1δtx
2
t + 4A4µ1δtx

3
t +

3A3µ2δtxt + 6A4µ2δtx
2
t + 4A4µ3xt+

B1ρδtxtut +B2ρδtx
2
tut + 2B2ρδtxtut ] }

(i)

Rearranging (24) yields the value of ut that solves (i):

u∗(xt, δt) =
δt(1 + βρ(B1xt +B2x

2
t + 2B2µ1xt) −B0(1 − βρ) −B1(xt − βρµ1) −B2(x2

t − βρµ2)
C(1 − βρ2)

Collect terms so that we can write:

u∗(xt, δt) = α1 + α2xt + α3x
2
t + α4δt + α5δtxt + α6δtx

2
t (ii)

where:

α1 = [C(1 − βρ2)]−1[−B0(1 − βρ) +B1βρµ1 +B2βρµ2] α2 = [C(1 − βρ2)]−1[−B1]
α3 = [C(1 − βρ2)]−1[−B2] α4 = [C(1 − βρ2)]−1

α5 = [C(1 − βρ2)]−1[B1βρ+ 2B2βρµ1] α6 = [C(1 − βρ2)]−1[B2βρ]

Before putting these terms back into (i), re-write (i) as :

f(xt; δt) ≡ ψ0 +ψ1xt +ψ2x
2
t +ψ3x

3
t

+ψ4x
4
t +ψ5u

∗(xt, δt) +ψ6u
∗(xt, δt)xt +ψ7u

∗(xt, δt)x2
t

+ψ8δtu
∗(xt, δt) +ψ9δtu

∗(xt, δt)xt +ψ10δtu
∗(xt, δt)x2

t +ψ11δtxt

+ψ12δtx
2
t +ψ13δtx

3
t +ψ14δtx

4
t +ψ15u

∗(xt, δt)2
(iii)

where:

ψ0 ≡ A0 − β[A0 +
∑4

r=1Arµr + (1/2)Cσ2] ψ1 ≡ A1

ψ2 ≡ A2 ψ3 ≡ A3

ψ4 ≡ A4 ψ5 ≡ B0 − βρ[B0 +B1µ1 +B2µ2]
ψ6 ≡ B1 ψ7 ≡ B2

ψ8 ≡ −1 ψ9 ≡ −βρ[B1 + 2B2]
ψ10 ≡ −βρB2 ψ11 ≡ −β[A1 + 2A2µ1 + 3A3µ2 + 4A4µ3]
ψ12 ≡ −β[A2 + 3A3µ1 + 6A4µ2] ψ13 ≡ −β[A3 + 4A4µ1]
ψ14 ≡ −βA4 ψ15 ≡ (1/2)C(1 − βρ2)
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Substituting (ii) into (iii) yields

f(xt; δt = 0) ≡ ψ0 + ψ1xt + ψ2x
2
t + ψ3x

3
t + ψ4x

4
t

+ ψ5(α1 + α2xt + α3x
2
t ) + ψ6(α1 + α2xt + α3x

2
t )xt

+ φ7(α1 + α2xt + α3x
2
t )x

2
t + ψ15(α1 + α2xt + α3x

2
t )

2

= [ψ0 + ψ5α1 + ψ15α
2
1]

+ [ψ1 + ψ5α2 + ψ6α1 + 2ψ15α1α2]xt

+ [ψ2 + ψ5α3 + ψ6α2 + ψ7α1 + ψ15α
2
2 + 2ψ15α1α3]x2

t

+ [ψ3 + ψ6α3 + ψ7α2 + 2ψ15α2α3]x3
t

+ [ψ4 + ψ7α3 + ψ15α
2
3]x

4
t

≡ γ0 + γ1xt + γ2x
2
t + γ3x

3
t + γ4x

4
t

(iv)

f(xt; δt = 1) ≡ ψ0 + (ψ1 + ψ11)xt + (ψ2 + ψ12)x2
t + (ψ3 + ψ13)x3

t + (ψ4 + ψ14)x4
t

+ (ψ5 + ψ8)((α1 + α4) + (α2 + α5)xt + (α3 + α6)x2
t )

+ (ψ6 + ψ9)((α1 + α4) + (α2 + α5)xt + (α3 + α6)x2
t )xt

+ (φ7 + ψ10((α1 + α4) + (α2 + α5)xt + (α3 + α6)x2
t )x

2
t

+ ψ15((α1 + α4) + (α2 + α5)xt + (α3 + α6)x2
t )

2

= [ψ0 + (ψ5 + ψ8)(α1 + α4) + ψ15(α1 + α4)2]
+ [(ψ1 + ψ11) + (ψ5 + ψ8)(α2 + α5) + (ψ6 + ψ9)(α1 + α4)+

2ψ15(α1 + α4)(α2 + α5)]xt

+ [(ψ2 + ψ12) + (ψ5 + ψ8)(α3 + α6) + (ψ6 + ψ9)(α2 + α5)+
(ψ7 + ψ10)(α1 + α4) + ψ15(α2 + α5)2 + 2ψ15(α1 + α4)(α3 + α6)]x2

t

+ [(ψ3 + ψ13) + (ψ6 + ψ9)(α3 + α6) + (ψ7 + ψ10)(α2 + α5)+
2ψ15(α2 + α5)(α3 + α6)]x3

t

+ [(ψ4 + ψ14) + (ψ7 + ψ10)(α3 + α6) + ψ15(α3 + α6)2]x4
t

≡ φ0 + φ1xt + φ2x
2
t + φ3x

3
t + φ4x

4
t

(v)
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B.2 Regularity Conditions

R.1 Satisfied by the choice of a polynomial functional form.

R.2 Given xt and θ, upper and lower bounds for ut can be calculated so that δ(xt, ut) lies between 0
and 1. Simulated values for ut are drawn from this regular region.

R.3 Satisfied if C(1− βρ2) > 0. Since |ρ| < 1 will be imposed to satisfy R.4, and since 0 < β < 1, this
restriction amounts to imposing C > 0.

R.4 If |ρ| < 1, then ut is stationary, which is a sufficient condition for the ergodicity of ut. Given
the nature of the problem, the ergodicity of xt is assured if a plan in which xt is allowed to grow
without bound can never be optimal. It is sufficient to impose that φ4 < 0, so that as xt increases,
maintenance costs will be dominated by the φ4x

4
t term.

B.3 Imposing the Identification Restrictions

Given the estimable parameters (i.e., those that appear in δ̃(xt, ut)), we can compute the reduced-form
parameters

α1α2, α3, α4, α5, α6

ψ5, ψ6, ψ7, ψ8, ψ9, ψ10, ψ15

Using the restrictions γ1 = γ2 = γ3 = γ4 = 0, we can identify A1 , A2 , A3 and A4 according to:

γ1 = 0 ⇒ A1 = −ψ5α2 − ψ6α1 − 2ψ15α1α2

γ2 = 0 ⇒ A2 = −ψ5α3 − ψ6α2 − ψ7α1 − ψ15α
2
2 − 2ψ15α1α3

γ3 = 0 ⇒ A3 = −ψ6α3 − ψ7α2 − 2ψ15α2α3

γ4 = 0 ⇒ A4 = −ψ7α3 − ψ15α
2
3

These restrictions allow us to calculate the additional reduced-form parameters ψ1, ψ2, ψ3, ψ4, ψ11, ψ12,
ψ13 and ψ14. Imposing φ0 = 0 identifies ψ0 according to:

ψ0 = −(ψ5 + ψ8)(α1 + α4) − ψ15(α1 + α4)2

Given ψ0, we can now calculate A0:

A0 = (1 − β)−1(ψ0 + β[
4∑

r=1

Arµr + (1/2)C])
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C Estimation Algorithm

The general form of the algorithm has the form:

θ ∼ p(θ|u, x, y)
u ∼ p(u|θ, x, y) (vi)

C.1 Simulating ut

Suppose that the parameters are known, and let u−t ≡ u−ut represent the set of values of u other than
ut. The contribution of ut to the likelihood function is

p(ut|ut−1, x, θ)p(yt|xt, ut)p(ut+1|ut, x, θ)

The full conditional distribution for ut is therefore

p(ut|u−t, θ, x, y) ∝ [δ(xt, ut)yt(1 − δ(xt, ut))(1−yt)]p(ut|u−t, x, θ) t = 1, 2, . . . , T − 1 (vii)

Note that the AR(1) structure for ut implies that

p(ut|u−1, x, θ) = NR(x,θ)

(
ρ(ut−1 + ut+1)

1 + ρ2
,

1
1 + ρ2

)
(viii)

where the subscript R(x, θ) indicates that the range of admissible values for ut is restricted to the
region consistent with the regularity conditions. Since period 0 and T + 1 data are unavailable, note
that p(u1|u−1, x, θ) = NR(x,θ)(ρu2, 1) and p(uT |u−T , x, θ) = NR(x,θ)(ρuT−1, 1). Given this structure, it
is straightforward to implement a Metropolis-Hastings algorithm for simulating draws for ut from the
full conditional distribution (vii), since it is possible to make use of the special case noted by Chib and
Greenberg (1995, p 330). Briefly, suppose that the previous iteration produced ut. A candidate ut

′ is
simulated from (viii), and the the candidate is accepted with probability κ:

κ ≡ min
{
p(yt|xt, ut

′)
p(yt|xt, ut)

, 1
}

C.2 Simulating θ

Given values for ut, is possible to evaluate the augmented likelihood function L(θ;u, x, y) according to
(27). In addition, it is possible to evaluate the posterior density p(θ|u, x, y) up to a normalising constant
that does not depend on θ. The random-walk form of the “Metropolis-within-Gibbs” technique is used
to simulate values for each element of θ from its full conditional posterior distribution.
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