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Département d’économique and CREFA

Université Laval
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1 Introduction

If a value-maximising firm faces a technology in which inputs are costly to adjust, it must solve

an infinite-horizon dynamic programming problem. In order to predict firm behaviour, the analyst

must estimate the unknown technology parameters and solve the producer’s problem. Unfortu-

nately, while estimation of the technology parameters is fairly straightforward (using, for example,

Euler equation methods), the producer’s problem is not easily solved. For applied work, closed-

form solutions to the producer’s problem are of most interest, since they can be used as a basis

for a likelihood function, which can then be used for estimation and inference. While there are

several techniques available that do not yield closed-form solutions (see the survey in Taylor and

Uhlig (1990)), these solutions assume that the model parameters are known with certainty. In the

absence of a data set that maps all prior beliefs about the technology parameters into a degener-

ate posterior, evaluating the accuracy of forecasts generated by numerical techniques poses extra

problems.

This study supposes that firms form expectations of prices and discount rates for a finite forecast

horizon1 and that they adopt static expectations for prices after the end of the forecast horizon. In a

series of papers, Prucha and Nadiri2 suggest that if information is costly, a finite but shifting forecast

horizon is an approximation that firms themselves will adopt in order to solve their problem. If

this is the case, then closed-form solutions to the producer’s problem are available. These solutions

can the be used as a basis for estimation and inference.

As is the case with other approaches to solving the producer’s problem, the use of a finite forecast

horizon is only an approximation; whether or not this approximation is better than other available

techniques is problematic and will generally depend on the problem at hand. The intuitive appeal

of the finite-horizon approach is that it appears to correspond with observed firm behaviour. If the

goal of the analyst is to explain the observed behaviour of firms, the “true” solution of the firm’s

problem may be of less interest than the approximate solution that will in fact be implemented.

While the specification of a finite forecast horizon may be a plausible and useful tool for the

analyst who wishes to model firm behaviour, it is not clear just how long that forecast horizon should

1The term forecast horizon refers to the period during which relative prices are expected to vary; the planning
horizon of the producer’s problem is, of course, infinite.

2See, among others, Prucha and Nadiri (1986) and Nadiri and Prucha (1990)
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be; this question constitutes the title and focus of this paper. The paper is in 5 sections. Section

2 describes how the producer’s problem can be represented by one with a finite horizon. Section

3 applies this approach using two well-known functional forms and describes how the posterior

probabilities associated with the length of the forecast horizon are calculated. Section 4 applies

this example to data from the U.S. manufacturing sector and Section 5 concludes.

2 The Finite-Horizon Problem

Price-taking firms are assumed to solve the infinite-horizon problem

Jt =
max

{(Kt+j ,Lt+j)}∞
j=0

∞∑
j=0

Rt,j−1[F (Lt+j , Kt+j , It+j) − wt+j · Lt+j − pt+j · Kt+j ] (1)

where: F (Lt, Kt, It) is the production function, Lt is the amount of the perfectly variable labour

input, Kt is the stock of the quasi-fixed capital input, It = Kt − (1 − δ)Kt−1 is gross investment,

wt is the real wage, pt is the real rental price of capital, Rt,j = 1/[(1 + rt)(1 + rt+1) · · · (1 + rt+j)] is

the discount factor, rt is the real discount rate and δ is the rate of depreciation of the capital stock.

Now suppose that in the first s periods of the producer’s problem, prices are expected to be

(pi, wi), i = t, . . . , t + s and are expected to be (pt+s, wt+s) after period t + s. Similarly, suppose

that the discount rates also vary over the forecast horizon, but that firms use a constant long-run

rate r to discount actions that take place after the forecast horizon, and let ri, i = t, . . . , t + s be

the discount rate used during the forecast horizon. Note that while the discount rate is expected

to revert back to a constant value r at the end of the forecast horizon, the real input prices are

expected to remain constant at their period t + s values for all periods after t + s. The producer’s

problem is now:

Jt =
max

{(Kt+j ,Lt+j)}∞
j=0

{∑s−1
j=0 Rt,j−1[F (Lt+j , Kt+j , It+j) − wt+j · Lt+j − pt+j · Kt+j ] +

Rt,s−1
∑∞

j=s(1 + r)−j+s[F (Lt+j , Kt+j , It+j) − wt+s · Lt+j − pt+s · Kt+j ] }
(2)

To transform (2) into a finite-horizon problem of s periods, apply the principle of optimality to
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obtain:

Jt =
max

{(Kt+j ,Lt+j)}s−1
j=0

{∑s−1
j=0 Rt,j−1[F (Lt+j , Kt+j , It+j) − wt+j · Lt+j − pt+j · Kt+j ] +

Rt,s−1J(Kt+s−1, pt+s, wt+s) }
(3)

where J(Kt+s−1, pt+s, wt+s) is the value function for the producer’s problem under static expecta-

tions:

J(K0, p, w) =
max

{(Kt,Lt)}∞t=1

∞∑
t=1

(1 + r)−t+1[F (Lt, Kt, It) − w · Lt − p · Kt] (4)

The form of J(K, p, w) must be determined before the analyst can solve (3). One method for

deriving the value function is to apply contraction mapping theorems to the functional equation:

J(K0, p, w) =max
(K,L) {F (L, K, K − (1 − δ)K0) − w · L − p · K + (1 + r)−1J(K, p, w)} (5)

Value function iteration methods (see, for example, Lucas and Stokey (1989) pp 77-97) can be used

to evaluate J(K, p, w) for any (p, w) pair. Another approach is due to Epstein (1981) - exploit the

“inverse” to (5):

F (L, K, I) =min
(p,w) {J(

[
K − I

1 − δ

]
, p, w) + w · L + p · K − (1 + r)−1J(K, p, w)} (6)

Note that (6) is simply a static minimisation problem. If a form for J(K, p, w) is hypothesized,

then the form for F (L, K, I) can be derived by solving (6)3. Given suitably tractable functional

forms for J(K, p, w) and F (L, K, I), the analyst can derive closed-form decision rules for the period

t choices for optimal levels of capital and for labour.

2.1 Technical Change

The simplest way to incorporate productivity growth is to suppose (as in, for example, Epstein

and Denny (1983)) that firms observe a constant rate of Hicks-neutral technical change g, so that

3Epstein (1981) demonstrates the duality between F (L, K, I) and J(K, p, w) in a continuous-time framework;
Appendix A adapts this result to discrete time.
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output yt is determined by

yt = (1 + g)t−1F (Lt, Kt, It) (7)

The main complication posed by technical change in this model is the required existence of a

globally stable steady-state value for the capital stock in the solution of (4). If prices were to

remain constant in the face of technical change, the firm would always expand. One way around

this problem is to modify the assumption on how relative4 prices are expected to behave after the

end of the forecast horizon. If the firm expects that real factor prices will rise at the same rate as

productivity growth, then the firm’s optimal plan will converge to a steady state in which marginal

products and prices are rising at the same rate. In the steady state, levels of inputs will remain the

same and output would increase at the rate of technical change.5

If, after the end of the forecast horizon, prices are expected to rise at the same rate as the

expected rate of productivity growth, then the function that represents the value of the firm at the

end of the forecast horizon is

Jt(Kt−1, p, w) = (1 + g)t−1J(Kt−1, p, w) (8)

To derive the constant function F (L, K, I) from a hypothesized form for J(K, p, w), Equation (6)

can be adapted to read

F (L, K, I) =min
(p,w) {J(

[
K − I

1 − δ

]
, p, w) + w · L + p · K − (1 + γ)−1J(K, p, w)} (9)

where (1 + γ) ≡ (1 + r)/(1 + g). Note that the stability condition r > g is required of this model.

Given (7) and (8), the producer’s problem can now be represented by

Jt =
max

{(Kt+j ,Lt+j)}s−1
j=0

{∑s−1
j=0 Rt,j−1[(1 + g)t−1F (Lt+j , Kt+j , It+j) − wt+j · Lt+j

−pt+j · Kt+j ] + Rt,s−1(1 + g)t+s−1J(Kt+s−1, pt+s, wt+s) }
(10)

Given a value of s ≥ 1 as well as a suitably tractable F−J pair, analytic solutions for the decision

4All factor prices are relative to the output price.
5For a more detailed discussion, see Gordon (1991).
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rules for each period of the finite-horizon problem (10) can be obtained by using conventional

backward-induction techniques by characterising period t+ j choices as functions of Kt+j−1 and by

working back from the end of the forecast horizon to express the period t decision rules as functions

of Kt−1 and the sequence of future prices. Although these decision rules are quite complicated,

they are exact; there is no need to resort to the use of numerical optimisation techniques.

If s = 0, then the firm solves the problem under static expectations and (10) reduces to the

identity J(Kt−1, p, w) = J(Kt−1, p, w). The decision rules for the current-period choices of inputs

in this special case are derived in Appendix A:

K̂t(Kt−1, pt, wt) = Γ−1(−Jp(Kt−1, pt, wt); pt, wt)

L̂t(Kt−1, pt, wt) = (1 + γ)−1Jw(K̂t, pt, wt) − Jw(Kt−1, pt, wt)

(11)

where Γ(K, p, w) ≡ K− (1+γ)−1Jp(K, p, w), Γ−1(·; pt, wt) represents the inverse of Γ(K, p, w) with

respect to its first argument and where Jp(K, p, w) and Jw(K, p, w) denote the derivatives of the

value function defined in (4) with respect to p and w, respectively. After the end of the forecast

horizon, the firm expects to converge to the steady state using the dynamic process described by

(11).

For a given forecast horizon s, the analyst can solve (10) to derive current-period decision rules

that are functions of a finite number of expected prices. The question addressed in this study is

which value of s is most compatible with observed firm behaviour.

2.2 Advantages and Disadvantages

The rationale for imposing restrictions on (1) is to provide closed-form decision rules for the pro-

ducer’s problem. These decision rules can then be used as the basis for a likelihood function, and

hence for estimation and inference. The restriction imposed in this study involves assuming that

after the end of the planning horizon, relative prices of inputs are expected to remain constant. Ex-

isting applications that do not use finite planning horizons either assume that prices follow a fixed,

exogenous autoregressive process (Meese (1980), Epstein and Yatchew (1985)) or assume static

expectations (Epstein and Denny (1983)). In this context, if detrended prices are well-described

by a VMA(s) process, then an optimal choice of a planning horizon would be the length of the
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moving average process6. However, one of the motivations of this paper is to avoid making such a

strong assumption on the firm’s expectations-formation process. Moreover, it should be noted that

even if the choice of a forecast horizon length were not consistent with the time-series behaviour of

prices, firm behaviour would be considered irrational only if the past values of prices incorporated

all available information. Given that short- and medium-range forecasts for many major macroeco-

nomic variables are widely available from other sources, there is no reason for the analyst to believe

that firms use only past price information in forming their forecasts. The use of a finite planning

horizon allows for more flexible paths for expected prices.

The other restriction imposed on (1) is that the analyst is restricted to functional forms that

lead to closed-form solutions to both (9) and (10). This class of functional forms includes both the

Cobb-Douglas and quadratic functional forms, and since these have been widely used in applied

work, both will be considered in the applications below.

It is worth pointing out that no restrictions need to be made on levels of quantities. More

specifically, the analyst need not assume that the firm is at or near steady-state levels of inputs

or output in either the current period or at the end of the forecast horizon. Moreover, there is

no reason to limit the number of quasi-fixed choice variables in the current framework. For many

numerical techniques, Taylor and Uhlig (1990) note that increasing the number of quasi-fixed inputs

greatly increases the computational burden of using numerical techniques to solve the producer’s

problem.

Although this paper makes use of the duality theorems of Epstein (1981), the approach taken

by Epstein and Yatchew (1985) can also be adapted to make use of a finite forecast horizon. In this

case, prices would be free to vary over the forecast horizon and would be expected to follow a VAR

process after the forecast horizon. Although this allows for more general processes for the long-run

path of prices, the analyst would be restricted to the use of quadratic technology. The dissatisfaction

with the restrictions imposed by quadratic technology is one of the motivations for the development

of finite-horizon methods and is the reason the current study adopts the more flexible duality-based

approach of Epstein (1981). Nonetheless, other analysts who are more interested in the time series

6Epstein and Yatchew (1985) use a VAR(1) process for detrended prices, which would generate an infinite VMA
process. Unfortunately, the sample size here and in Epstein and Yatchew (1985) is just over 30 observations, so the
precision with which VAR coefficients can be estimated is quite low. It seems unlikely that high-order MA coefficients
will be estimated with any more precision. More generally, it seems unlikely that the available data would be able to
distinguish between a VAR process and a VMA process of a fairly low order.
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properties of input prices and who do not object to the limitations imposed by quadratic technology

may prefer this alternative.

3 Distributions of Interest

In this section, we develop the model so that we can evaluate the posterior probabilities associated

with the various forecast horizon lengths. The conditioning set for the posterior distribution for

s includes the restrictions imposed by the regularity conditions listed in Appendix A and the

observed data. Let θ denote the parameters of the model, and let T and Z denote the conditioning

sets associated with the theory and the data, respectively.

3.1 p(s|θ, T, Z)

Suppose that the analyst knows with certainty the value of θ and that the value of θ is consis-

tent with the regularity conditions. For a given forecast horizon s and given z̃t, the vector of

forecasted7 values of prices and discount rates in period t, expressions for the period-t decision

rules K̂(s, θ, z̃t, Kt−1), L̂(s, θ, z̃t, Kt−1) and ŷ(s, θ, z̃t, Kt−1) can be derived. Since we do not observe

ex ante forecasts for prices and discount rates, define zt to be their ex post realisations. Denote

uKt(s, θ, zt, Kt−1) = Kt − K̂(s, θ, zt, Kt−1)

uLt(s, θ, zt, Kt−1) = Lt − L̂(s, θ, zt, Kt−1)

uyt(s, θ, zt, Kt−1) = yt − ŷ(s, θ, zt, Kt−1)

and define ut = (uKt , uLt , uyt)′. Assume that ex post optimisation errors are unpredictable, so that

E(ut) = 0 and E(utu
′
t+j) = 0, j �= 0. Suppose further that E(utu

′
t) = Σ8 and that ut is normally

7Note that there is little reason to believe that the optimal forecast will be the conditional expectation. The
mean is an optimal choice using a quadratic loss function; the loss function for the firm is a function of errors in the
solution of (10), and there is little reason to believe that this loss function will be quadratic nor even symmetric in
forecast errors. Even though optimisation errors are unpredictable, forecasts for prices will generally be biased if the
technology is non-quadratic.

8Since the functional forms are all consistent with the representative agent assumption, each of the decision rules
are linear functions of Kt−1, suggesting a form of heteroskedasticity that could be dealt with by dividing the elements
of ut by Kt−1. This generates a different likelihood function; a round of estimation using these scaled errors provides
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distributed. The joint density for N time series observations is then

p(u|s, θ, Σ) ∝ |Σ|−N/2exp{−1
2

N∑
t=1

ut(s, θ)′Σ−1ut(s, θ)} (12)

where u denotes the set of observed values of ut.

Note that the likelihood functions associated with each value of s are quite different, and that

a model with a small value of s is not nested in a model with a longer forecast horizon. Bayesian

inference is unaffected by the non-nested nature of the competing hypotheses.

Since we do not wish to condition inferences on knowing the value of the nuisance parameter

Σ, we need the marginal density p(u|s, θ). Following Box and Tiao (1973) pp 421-428, this study

assumes that prior beliefs take the diffuse form p(θ, Σ) ∝ |Σ|−2. It can then be shown that

p(u|s, θ) =
∫
Σ p(u|s, θ, Σ)p(θ, Σ)dΣ

∝ |∑N
t=1 utu

′
t|−

N
2

(13)

Consider a finite number of values for s with prior beliefs p(s = i) = πi, i = 0, 1, 2, . . . , S. We

can now apply Bayes’ rule to the conditional probability (13) to obtain:

p(s = i|θ, T, Z) =
p(u|s = i, θ, T )πi∑S

j=0 p(u|s = j, θ, T )πj

(14)

Note that these probabilities are conditioned on the data Z and value of θ, which is assumed to be

consistent with T , the restrictions imposed by the theory of the firm. The next step is to relax the

conditioning on θ.

3.2 p(θ|T, Z)

In order to integrate out the parameters of the production function, we need a distribution of

θ consistent with (10) that makes no assumptions on the choice of s. An obvious choice for this

distribution is the posterior distribution of θ derived from estimating the Euler equations (first-order

conditions) for the solution of (10). Since the Euler equations do not incorporate the information

results similar to those presented below.
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contained in the transversality condition9, they represent the first-order conditions for the solution

of (10) for any value of s. This conditional distribution - or the likelihood function upon which

it is based - has been the focus of many studies of dynamic factor demand10, and many analysts

(including the author) would find it difficult to interpret conclusions based on values for θ that

were not consistent with the Euler equations11.

It should be noted that Euler equation methods and the use of a finite forecast horizon are

not competitors in this study. Euler equations provide information about production function

parameters; these parameters and the fitted decision rules provide information about the forecast

horizon. In other applications (Nadiri and Prucha (1990), for example) in which the length of the

forecast horizon is not at issue, the analyst can use the information provided in knowing the value

of s to estimate the production function parameters from the fitted decision rules12. However,

since the length of the forecast horizon itself is the focus of this paper, Euler equation methods are

appropriate.

The Euler equations for (10) are given by

(1 + g)t−1FK(Kt, Lt, It) + (1 + g)t−1FI(Kt, Lt, It) − pt

− (1 + rt)−1(1 + g)t(1 − δ)FI(Kt+1, Lt+1, It+1) = ωKt

(1 + g)t−1FL(Kt, Lt, It) − wt = ωLt

(15)

Define ωt = (ωKt , ωLt)
′. Optimisation13 of (10) requires that E(ωt) = 0. Furthermore, suppose

that ωt = N(0, Ω). The joint density for ω, the set of N observed values of ωt is then

p(ω|θ, Ω) ∝ |Ω|−N/2exp{−1
2

N∑
t=1

ω′
tΩ

−1ωt} (16)

9The choice of s can be interpreted as choosing a particular method of using the transversality condition in the
solution of the producer’s problem.

10See, for example, Pindyck and Rotemberg (1983) and Shapiro(1986).
11Another approach would be to use Gibbs sampling techniques to estimate s and θ jointly; this point is discussed

in Appendix C.
12As it turns out, Nadiri and Prucha (1990) find that the estimated values of the production function parameters

estimated under s = 4 and s = 10 years are quite similar. These results are consistent with those found in this study.
13Without the specification of a complete general equilibrium model, there is no way of establishing how the

transversality condition maps the distribution of ωt to the distribution of ut. Since this study uses a partial equilibrium
model, we adopt the normal distribution in order to facilitate the estimation.
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Again, following Box and Tiao, suppose that prior beliefs about Ω are diffuse and can be represented

by p(Ω) ∝ |Ω|− 3
2 . We thus obtain

p(ω|θ) =
∫
Ω p(ω|θ, Ω)p(Ω)dΩ

∝ |∑N
t=1 ωtω

′
t|−

N
2

(17)

If prior beliefs about θ are non-informative and can be represented by a constant, Bayes’ Theorem

can then be applied to yield

p(θ|Z) = p(ω|θ)∫
θ

p(ω|θ)dθ

∝ |∑N
t=1 ωt(θ, Z)ωt(θ, Z)′|−N

2

(18)

We can now add the regularity conditions to the conditioning set. Denote T to be the region

in the space of θ in which the regularity conditions listed in Appendix A are satisfied. To impose

the regularity conditions, we limit the support of p(θ|Z) to T :

p(θ|T, Z) ∝ p(θ|Z) θ ∈ T (19)

3.3 p(s|T, Z)

The distribution of interest for this study is derived by using (19) to remove the dependence of (14)

on θ:

p(s = i|T, Z) =
∫
θ∈T p(s = i|θ, T, Z)p(θ|T, Z)dθ (20)

Given the data and a value for θ ∈ T , the evaluation of p(s = i|θ, T, Z) is straightforward. In order

to perform the integration in (20), this study uses Gibbs sampling techniques (see Appendix C for

a brief description) to generate draws from the distribution p(θ|T, Z). Given the sequence of draws

{θk}D
1 , we note that the Law of Large Numbers can be applied so that we may calculate the mean

of any function of interest of θ:

D−1
D∑

k=1

g(θk) a.s.→
∫

θ∈T
g(θ)p(θ|T, Z)dθ

10



Given a sequence of values θk drawn from (19), we can calculate a corresponding sequence {p(s =

i|θ = θk, T, Z)}D
k=1; the mean of this sequence converges almost surely to p(s = i|T, Z).

Another strategy for estimating the length of the forecast horizon could make use of the maxi-

mum likelihood (ML) estimates for θ to calculate estimates for p(s|θ̂, T, Z). Although there is a vast

theoretical literature on the reasons for adopting the use of Bayesian methods, three practical ad-

vantages should be noted. Firstly, ML estimation of a highly nonlinear system would have to make

use of the asymptotic properties of ML estimators: given the small number of data points, the use

of asymptotic approximations is problematic. Secondly, the estimates for the horizon probablities

would be conditioned on a particular vector for the technology parameters, but θ is measured with

error; Bayesian methods integrate across this uncertainty. Thirdly, the imposition of the regularity

conditions in ML estimation is much more difficult to implement than is the case for Bayesian

estimation. It should also be noted that the notion of a probability being assigned to a model

is a Bayesian one; a classical estimation strategy would have to find a way to choose among 8

non-nested nonlinear models using a small data set.

3.4 Functional Forms

The procedure outlined above can be applied to a wide range of functional forms; this study makes

use of the well-known Cobb-Douglas functional form for the main results. Suppose that the form

for J(K, p, w) is

J(K, p, w) = Ap−αw−β + [pBpK + wBwK ]K (21)

The parameters BpK and BwK reflect the adjustment costs faces by the firm; if BpK = BwK = 0,

the firm’s technology reduces to the familiar Cobb-Douglas specification with no adjustment costs.

The shadow price of having an extra unit of capital already installed is ∂J/∂K = pBpK + wBwK .

If capital is costly to adjust, then the shadow price will be positive. Large values of BpK and BwK

are associated with large adjustment costs.

Note that since (21) is of the Gorman form, we can use the arguments of Blackorby and Schworm

(1982) to conclude that the model is consistent with the representative firm assumption. Note also

that since ∂2J/(∂p)(∂K) does not depend on p or K, we can adapt Epstein’s (1981) Theorem 3

to show that after the end of the forecast horizon, the decision rules in (11) can be represented
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by the accelerator relationship Kt − Kt−1 = MK(K̄ − Kt−1), where MK is the (constant) rate of

adjustment to the steady state K̄, and where

MK = 1 − BpK

1 − BpK

1+γ

Note that if BpK = 0, the coefficient of partial adjustment is equal to 1. Suppose further that the

firm observes a rate of Hicks-neutral technical progress of g and that the firm presumes that input

prices will increase at the same rate after the end of the forecast horizon. Define:

c ≡
[

γA
1+γ

] 1
α+β+1 α

−α
α+β+1 β

−β
α+β+1

[
1 + αα+β+1 + βα+β+1

]
XK ≡ BpK

(K−I)
(1−δ) + K − BpKK

(1+γ)

XL ≡ BwK
(K−I)
(1−δ) + L − BwKK

(1+γ)

The form for F (L, K, I) corresponding to (21) is derived by solving (9):

F (L, K, I) ≡ cX
α

α+β+1

K X
β

α+β+1

L (22)

Other studies that apply the value function approach (Epstein and Denny (1983), Bernstein and

Nadiri (1989)) use a quadratic functional form. This study will also use a quadratic functional form

to check for robustness of the results with respect to the choice of functional form. The quadratic

value function used in this study is:

J(K, p, w) = a0 + [ p w ]

[
ap

aw

]
+ [ p w ]

[
App Apw

Apw Aww

]−1 [
p

w

]
+ [ p w ]

[
BpK

BwK

]
K (23)

Appendix B provides the expressions for the dual production function and discusses some of

the technical details in its implementation.
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4 Empirical Results

4.1 Data

The data for the U.S. manufacturing sector are provided by the Office of Productivity and Tech-

nology of the Bureau of Labor Statistics. Output is represented by the total value added in the

manufacturing sector, in billions of 1982 dollars; the output price is the deflator (1982=1). Labour

inputs are represented by the total man-hours, and the capital measure used is the BLS capital

services series. The prices for these inputs are also provided by the BLS. The discount series is

the BLS required rate of return used in the calculation of the capital stock. In calculating the

depreciation rate, the capital stock data were combined with the investment series to calculate a

sequence of values δt satisfying It = Kt − (1 − δt)Kt−1. The mean of this series is 0.065, and this

value was used in the estimation.

The data are annual, and run from 1948 to 1987. However, since the decision rules depend on

lagged capital and future prices, the estimation period is 1949 to 1980, making the sample one of

32 observations. This sample size is similar to that used in Epstein and Denny (1983) and Epstein

and Yatchew (1985). Although using quarterly data would quadruple the sample size, the available

quarterly data for the capital stock is significantly less reliable than the annual capital stock data

(Epstein and Yatchew (1985)).

4.2 Euler Equation Results

Since the distribution p(θ|T, Z) is non-standard, Ritter and Tanner’s (1992) grid approximation

was used to generate 1000 draws from (19); programming details are provided in Appendix C.

One problem that was encountered in the estimation was the difficulty identifying both r and

g, the long-run discount rate and the rate of technical change. Since we observe data on discount

rates, the base model (Model A in the tables) is estimated with the value of r set at 0.118714, the

sample mean for the internal rate of return; Model B sets r = 0.0917 (the mean minus one standard

deviation) and Model C sets r = 0.1457 (the mean plus one standard deviation). Model Q uses the

quadratic technology described in Appendix B with r = 0.1187.

14Shapiro (1986) uses a discount rate based on the T-bill rate plus a risk premium of 8%; the discount rate used
in this paper is of roughly the same size.
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Table 1: Production Function Parameters - Cobb-Douglas Case

Parameter Model A Model B Model C
r 0.1187 0.0917 0.1457
E(A) 6.7332e-22 2.9031e-21 5.2056e-22
σ(A) 1.0498e-22 5.7384e-22 1.4345e-22
E(α) 1.5636 1.5653 1.5821
σ(α) 0.0055 0.0044 0.0039
E(β) 4.1915 4.1475 4.1829
σ(β) 0.0052 0.0045 0.0093
E(BpK) 0.0712 0.1424 0.1875
σ(BpK) 0.0669 0.1050 0.1047
E(BwK) 4.8383e-04 4.7212e-04 4.2444e-04
σ(BwK) 3.2494e-04 3.0602e-04 2.9173e-04
E(g) 0.0215 0.0215 0.0214
σ(g) 0.0002 0.0003 0.0002
E(MK) 0.9180 0.8185 0.7573
σ(MK) 0.0891 0.1537 0.1577

Table 1 reports the estimated posterior means and standard deviations for the parameters of

the Cobb-Doublas functional form; variations in r do not appear to greatly affect the estimates

for most parameters. The returns to scale parameter (α + β)/(α + β + 1) is constrained by the

regularity conditions to be less than one and has a posterior mean of about 0.85 for each of

the three specifications. Table 2 reports the results of the estimation of the parameters of the

quadratic functional form. Each model reports a relatively high posterior mean for MK , the rate

of convergence to the steady state under static expectations. Many studies15 in which an attempt

is made to identify rates of convergence to steady states find values in the range of 0.15. Observed

investment is much more volatile than would be suggested by such a slow rate of convergence, so

these results are often regarded as being implausibly low. Direct comparisons are difficult to make,

since most approaches use a different statistical methodology16, but it appears that the estimated

rate of convergence is not as implausibly low as the rates suggested by other studies. This result

proves to play a key role in the determination of the appropriate forecasting horizon, since if firms

can adjust quickly to new information, then the opportunity costs of using a fairly short forecast

15See Gordon (1992) for a survey.
16For example, there is no reason to believe that the value of MK evaluated at a value of θ that maximised the

likelihood function would be anywhere near its posterior mean.
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Table 2: Production Function Parameters - Quadratic Case

Parameter Model Q
r 0.1187
E(App) 2.4397e-06
σ(App) 1.2224e-07
E(Apw) 2.5232e-07
σ(Apw) 2.0501e-07
E(Aww) 1.0237e-04
σ(Aww) 2.0803e-06
E(BpK) 0.1180
σ(BpK) 0.1096
E(BwK) 0.0024
σ(BwK) 0.0020
E(g) 0.0289
σ(g) 0.0003
E(MK) 0.8484
σ(MK) 0.1721

horizon may not justify the effort of a more thorough forecasting exercise.

4.3 Forecast Horizon Probabilities

In order to calculate the posterior distribution p(s|T, Z), the prior probabilities πi and the value

of S must be determined. In the results below, we consider values of S up to 7 years. This value

is partly determined by the desire to preserve as large a sample as possible (as it is, the choice

of S = 7 involves discarding one-fifth of the data set) and by the prior beliefs of the author17.

It should be noted that since Bayes factors are independent of irrelevant alternatives, the relative

posterior probabilities calculated below are not be affected by a smaller choice of S. A larger value

of S would require reducing the sample size even further; as we shall see, the gains from doing so

do not appear to be important.

The prior probabilities πi are each set at 0.125. The estimated posterior probabilities for each

horizon length and for each model are reported in Table 3.

17These prior beliefs are not used in the analysis below, but they reflect the opinion that agents would use a forecast
horizon of around 4 years - the length of a typical business cycle. As we shall see, these beliefs were confirmed in the
case of firms, but not in the case of financial market agents.
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Table 3: Horizon Lengths: Firms’ Decision Rules

Model A Model B Model C Model Q
p(s = 0|T, Z) 0.0000 0.0000 0.0000 0.0000
p(s = 1|T, Z) 0.0000 0.0000 0.0000 0.1491
p(s = 2|T, Z) 0.0011 0.0000 0.0010 0.1464
p(s = 3|T, Z) 0.5050 0.4402 0.3675 0.0983
p(s = 4|T, Z) 0.1484 0.2394 0.3080 0.1662
p(s = 5|T, Z) 0.1141 0.0857 0.0642 0.1328
p(s = 6|T, Z) 0.1163 0.1185 0.1322 0.1520
p(s = 7|T, Z) 0.1152 0.1162 0.1272 0.1552
E(s|T, Z) 4.1852 4.2310 4.3405 4.0642
σ(s|T, Z) 1.4461 1.4115 1.4117 2.0394

For the Cobb-Douglas case, virtually no posterior probability is assigned to the event s ≤ 2 and

the most probable horizon length is of three years. For values of s ≥ 5, the posterior distribution

for s is almost uniform. Although the actual values for the posterior probabilities depend on the

choices for the prior probabilities πi, variations in the choice of π generate posterior probabilities

according to the same pattern observed in Table 3:

i The probability that s lies in the interval 0 ≤ s ≤ 2 is revised sharply downward.

ii The probability that s = 3 always receives the greatest upward revision; the probability that

s = 4 receives a lesser degree of support.

iii The posterior distribution for s in the region 5 ≤ s ≤ 7 has roughly the same form as the

prior distribution.

Remarks i and ii are fairly straightforward to interpret. Short horizons receive very little

support, and horizons that have roughly the same length as business cycles receive the most support.

Remark iii requires some additional explanation. Since the shape of the posterior distribution for

large values s is mainly determined by the prior, it appears that the data are silent about the

relative merits of values of s ≥ 5. This region receives significant posterior probability, but each

value of s receives roughly the same support.

We now turn to the results generated by the quadratic case (Model Q). These results appear to

be much less informative than those generated by the Cobb-Douglas model. The only sharp result
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is that the probability for the static expectations case is revised sharply downward; the posterior

distribution for the interval 1 ≤ s ≤ 7 is almost entirely determined by the shape of the prior

distribution.

Before addressing the differences between the two models, it may be instructive to identify the

points upon which they agree. Firstly, each specification assigns almost no weight to the static

expectations case; the largest estimate for p(s = 0|T, Z) is less than 10−5. Secondly, no model is

particularly informative about values of s ≥ 5; the shape of the distribution p(s|T, Z) in this region

generally has the same form as the prior distribution. Since the data appear to be uninformative

about large values of s, there do not appear to be any obvious gains in increasing S.

The models differ in how they revise probabilities in the region 1 ≤ s ≤ 4. As we have already

noted, the Cobb-Douglas case is quite informative: probabilities for values of s = 1 and s = 2 are

revised sharply downwards, and probabilities for s = 3 and s = 4 are revised upwards. On the other

hand, the quadratic model does not generate significant revisions in the relative prior probabilities

in this region. In comparing the two sets of results, it cannot be concluded that the quadratic

case supports the Cobb-Douglas results, but since the quadratic model is silent about the relative

merits of s in this region, it is equally difficult to conclude that the Cobb-Douglas results are flatly

contradicted by the quadratic case. Given that the only information about horizon lengths between

1 and 4 years is provided by the Cobb-Douglas model, and since an underlying motivation for the

adoption of the approach taken in this study is a dissatisfaction with the restrictions imposed by

quadratic technology, it seems reasonable to conclude that the available evidence favours values of

s = 3 and - to a lesser extent - s = 4, but that the support for these values is limited.

4.4 Ex post Consequences

While the results in Table 3 seem to suggest that firms forecast relative price movements for three

or four years in the future, it should be emphasized that the use of a finite forecast horizon is used

as an approximation to the solution of the producer’s problem; such decision rules are bound to

be suboptimal. Since the “true” solution to the infinite-horizon problem is unknown, we cannot

calculate the opportunity costs of not solving the general problem. Instead, this section offers some

evidence about the opportunity costs (in terms of foregone profits) of not using longer horizon

lengths.
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Using the distribution p(θ|T, Z) and the ex post values for input prices, we can generate the

distribution for fitted profits at each data point for each value of s. The 1000 draws from p(θ|T, Z)

are used to calculate 1000 production function-value function pairs, and hence 1000 profit streams

for each value of s. The estimated medians18 for Model A19 are plotted in Figure 1.

The results of this exercise accord fairly well with economic intuition: the solutions that make

use of less information generate profits that are generally lower. However, it appears that there is

little gain (in terms of realised profits) in using a forecast horizon of any longer than three years;

the median profit series for values of 3 ≤ s ≤ 7 are indistinguishable20. This equivalence is in

keeping with the previous section: if longer horizon lengths have similar consequences, the data

will assign equal weight to large values of s.

One explanation for this equivalence might be that the use of s ≥ 3 is a good approximation

for the transversality condition: firms do not value profits earned more than three years into the

future. However, since the value of the firm three years into the future is discounted by only about

1/4, it is unlikely that the firm would choose to ignore profits beyond a three-year horizon.

A more promising explanation lies in the estimated adjustment costs themselves. If there were

no adjustment costs, there would be no loss to the firm in adopting static expectations, since future

prices would not enter into the decision rules. Similarly, if the firm faces extremely large adjustment

costs, then it would be prudent to perform a comprehensive long-run forecasting exercise before

determining whether or not a new project will be able to justify the initial investment. As noted

in Table 1, the mean rate of convergence to a steady state in the case where prices are constant is

0.9180, suggesting that over 99% of the adjustment will be made within three years. In Table 3,

the three-year horizon appears to be most consistent with the observed factor demand and output

supply decisions. If firms believe that they can quickly readjust to new information, then they may

well attach little importance to price forecasts beyond three years.

18Certain parameter combinations generate extremely large outliers for certain data points. Medians are less
sensitive to outliers than are means.

19The plots for the other models that use the Cobb-Douglas specification have the same form.
20For the quadratic case, this convergence begins at s = 2, reflecting the higher posterior probability for lower

values of s than is found in the Cobb-Douglas model.
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Figure 1: Fitted Profits - Posterior Medians
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4.5 Financial Market Valuations

Firms are not the only economic agents interested in the solution to the producer’s problem;

the maximised value of the firm is also used in financial markets to determine its market value.

However, since the evaluations made by agents in financial markets are calculated independently21

of the firm’s own solution to its problem, firm and the market solutions may not coincide. There

is an extensive literature on the relation between market and “fundamental” values for the firm.

For example, models based on Tobin’s (1969) q are largely based on the presumption that the two

concepts are the same. However, since models based on q have generally yielded disappointing

21This is the idea behind insider-trading laws.
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results22, this equivalence may not be supported by the data. If we suppose that financial markets

also use a finite forecast horizon in determining the value of the firm, a natural question to ask is

“How long is the financial market’s forecast horizon?”.

Given values of θ, s and the ex post realisations of input prices, a series of fitted solutions for

the value of the firm can be derived; the strict concavity conditions of the model assure that this

solution is unique. In principle, we can try to compare these solutions with observed market values,

but in practice, it is not clear that levels of the fitted and market values are directly comparable23.

In order to attenuate problems of scale in both the data and the fitted firm values, the analysis

compares the ability of the competing values of s to explain observed growth rates of the market’s

evaluation of the maximised value of the firm.

The arguments of Section 3 above can be adapted to establish which forecast horizon is most

consistent with the fluctuations in the market value of the firm. For a given forecast horizon s

and given z̃t, the vector of forecasted24 values of prices and discount rates in period t, we can

derive expressions for Ĵ(s, θ, z̃t, Kt−1), the period t solution to (10). Let ∆Ĵt denote the growth

rate of the fitted values Ĵt, and let ∆Jt denote the growth rate of the observed firm values. Define

uJt = ∆Jt − ∆Ĵt, and suppose that these errors are iid N(0, σ2
J). Let uJ denote the set of

observations of uJt . If we adopt the diffuse prior p(σ2
J) ∝ σ−2

J , we can again apply the arguments

in Box and Tsiao (1973) to obtain

p(uJ |s, θ) ∝
[

N∑
t=1

u2
Jt

]−N
2

(24)

Given the prior beliefs p(s = i) = πi, i = 0, 1, 2, . . . , S, Bayes’ rule can be applied to (24) to

obtain:

p(s = i|θ, T, Z) =
p(uJ |s = i, θ)πi∑S

j=0 p(uJ |s = j, θ)πj

(25)

As before, we must find a way to to relax the conditioning of the probabilities in (25) on θ.

Recall that the uncertainty about θ is on the part of the analyst; we have already derived and

estimated the posterior distribution for θ given output and input data. Unfortunately, adding

22For a survey, see Chirinko (1988).
23For example, tax effects have not been taken into account in calculating the fitted values.
24Again, these forecasts will generally be biased; see Footnote 7 above.
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the market value data to the conditioning set Z does not provide any new information about

the production function parameters. If the technology exhibited constant returns to scale, the

equivalence between the marginal q used by the firm and the observed average q could be exploited

to provide information about the production function parameters (Hayashi (1982)). However, since

the model imposes strict concavity, conventional q models are inapplicable here25. Since the market

data do not provide any new information about θ, the distribution p(θ|T, Z) is identical to that

derived in Section 3.2 above. Given the sequence of values θk drawn from (19), the mean of the

{p(s = i|θ = θk, T, Z)}D
k=1 calculated according to (25) is a consistent estimator for the probability

that the market uses a forecast horizon with s = i.

Market values were calculated as the sum of the value of equity (taken from the series published

in the Economic Report of the President, 1987) and the value of debt (calculated by capitalizing

net interest payments by the Moody’s Aaa corporate paper rate) for the manufacturing sector. The

sample size is slightly shorter (1951-80, as opposed to 1949-80), since the market data date back

only to 1950.

Table 4: Horizon Lengths: Market Evaluations

Model A Model B Model C Model Q
p(s = 0|T, Z) 0.4224 0.6257 0.7332 0.9416
p(s = 1|T, Z) 0.3246 0.1690 0.0608 0.0326
p(s = 2|T, Z) 0.0010 0.0000 0.0011 0.0067
p(s = 3|T, Z) 0.0000 0.0000 0.0000 0.0158
p(s = 4|T, Z) 0.0003 0.0000 0.0000 0.0030
p(s = 5|T, Z) 0.0026 0.0014 0.0012 0.0001
p(s = 6|T, Z) 0.0112 0.0115 0.0127 0.0001
p(s = 7|T, Z) 0.2379 0.1923 0.1909 0.0000
E(s|T, Z) 2.0732 1.5917 1.4820 0.1068
σ(s|T, Z) 2.8566 2.7405 2.7771 0.4954

The results of this exercise are reported in Table 4. In sharp contrast to the results in Table 3,

the static expectations case receives the highest posterior probability in each model considered.

The apparent conflict between the way firms and markets solve the producer’s problem could be

25If data on marginal q were available, then this could be used to augment the model. This approach is taken by
Abel and Blanchard (1986).
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interpreted in terms of the extensive literature on the distinction between the market value of

the firm and its “fundamental” value (Brainard, Shapiro and Shoven, 1990). For example, the

contradiction between the results in Tables 3 and 4 may be linked to the disappointing results that

have been associated with applications of models that use Tobin’s q. If firms and markets arrive

at different solutions to (1), then there would be little reason to believe that firm behaviour could

be explained using financial market data. In addition, the hypothesis that financial markets use

static expectations suggests that “too much” emphasis is put on what may be purely temporary

price movements and could be interpreted in terms of the problems of excess volatility detected by

Shiller (1981). Note also that small values of s are generally associated with lower profits (Figure

1); this result is also consistent with the finding in Brainard et al (1990) that the market returns

are generally lower than the fundamental returns.

There are many possible empirical manifestations of the apparent conflict between market and

firm solutions to the producer’s problem, but it appears to be extremely difficult to reconcile the

use of static expectations on the part of financial market agents with the hypothesis that financial

markets are efficient. Since it is not too difficult to generate forecasts of better quality than those

generated by static expectations, there would appear to be potentially enormous gains available to

agents who are willing to use more sophisticated forecasting techniques.

This apparent conflict between the firm and the market is provocative, but any conclusions about

the efficiency of the stock market based on the results reported in Table 4 should be characterised

as tentative at best. The input and output data used in this study are widely used in the factor

demand literature, but the the aggregate value data series is unlikely to be of similar quality. A

more thorough investigation of this aspect of the use of finite forecast horizons would require firm-

level data, where more precise measures of the value of the firm are available, where tax effects

can be taken into account, and where information about marginal q can be used to provide extra

information about the technology parameters. Since the focus of this study is the behaviour of

firms, this avenue is left to further research.
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5 Conclusions

The paper builds on two elements in the literature. Firstly, information on the values of the param-

eters of an adjustment-cost production function is based on the Euler equations of the producer’s

problem. Secondly, solutions to the producer’s problem are based on the proposition that eco-

nomic agents will find it useful to use a finite and shifting forecast horizon to derive optimal factor

demands.

The focus of this paper is to establish what horizon length is most consistent with the observed

firm behaviour. It suggests that firms use a forecast horizon of three or four years, and it notes

that the opportunity costs of not using a longer forecast horizon appear to be very small. Virtu-

ally no support is given to the hypothesis that firms use static expectations in determining their

decision rules. In contrast, the static expectations case appears to be best able to explain observed

fluctuations of the value of the firm as evaluated in financial markets. These results appear to be

fairly robust to variations in the levels of long-run discount rates and - to a lesser extent - the

choice of the functional form for technology, but the degree of certainty about conclusions about

market behaviour is limited by concerns about the quality of the highly aggregated data used in

this application.

Focussing on just how the solutions to the firm’s problem are arrived at may shed some light on

how to resolve some of the empirical puzzles posed by the factor demand and the financial market

literature.
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Appendix A: Duality in Discrete Time

This Appendix adapts the theorems of Epstein (1981) to discrete-time models; the main difference is
the treatment of the control variables. In continuous time, the firm controls the level of investment
but must treat the level of the capital stock as fixed in any point in time. In discrete time, the firm
can control the level of the capital stock, but if capital endowments are predetermined, the choice
of the optimal capital stock defines optimal investment as well. In both models, the firm cannot
choose the level of investment and the level of the capital stock separately at any point in time.

The notation in this Appendix is taken from Epstein (1981), and differs slightly from
that used in the paper: Ωk is the open positive orthant in k−dimension Euclidean space; for
a vector x, x > 0 means that x ∈ Ωk and x ≥ 0 means that x ∈ Ωk, the closure of Ωk; all
vectors are column vectors; the superscript τ denotes transposition; 1 denotes the identity matrix
of appropriate dimension; the diagonal matrix θ · 1 is denoted without ambiguity by θ, where θ
is a scalar; if h(x) = h(x1, x2, . . . , xk) is a real-valued function, hxx is the matrix [hxi,xj ]i,j ; if
h(x) = (h1(x), h2(x), . . . , hk(x)), then hx is the matrix [hi

xj
]i,j .

Price-taking firms are assumed to solve the infinite-horizon problem

J(K0, p, w) = max{(Lt,Kt)}∞1

∞∑
t=1

(1 + r)−t+1 [F (Lt, Kt, It) − wτLt − pτKt] (i)

where: It = Kt − (1 − δ)Kt−1 , K0 > 0 , F (Lt, Kt, It) is the production function, Lt ∈ Ωm is the
perfectly variable factor, Kt ∈ Ωn is the stock of the quasi-fixed factor (capital), It ∈ Ωn is gross
investment, w ∈ Ωm is the real rental price of Lt (assumed to be constant over time), p ∈ Ωn is the
real rental price of Kt (also constant), r > 0 is the rate of discount, δ is a diagonal n × n matrix
of the depreciation rates of the capital stock, J is the value function, Θ ⊂ Ω2n+m is the domain of
J and Φ ⊂ Ω2n+m is the domain for F . Furthermore, denote output by y and define Φ(Kt−1) =
{(Lt, Kt)|(Lt, Kt, It) ≡ (Lt, Kt, Kt − (1 − δ)Kt−1) ∈ Φ} and Θ(Kt−1) = {(p, w)|(Kt−1, p, w) ∈ Θ}.
Denote by K̂(K0, p, w), Î(K0, p, w) ≡ K̂(K0, p, w) − (1 − δ)K0, L̂(K0, p, w) and ŷ(K0, p, w) the
optimal t = 1 choices for inputs and outputs. Denote by λ̂(K0, p, w) the optimal shadow price
associated with the capital endowment K0. In order to distinguish cases where the capital stock
is predetermined, denote G(Lt, Kt; Kt−1) = F (Lt, Kt, Kt − (1 − δ)Kt−1). Note that the domain of
G(·, ·; Kt−1) is Φ(Kt−1). We index individual firms by the superscript f .

The regularity conditions imposed on technology are:

T.1 F maps Φ into Ω1; F is twice differentiable.

T.2 FL > 0, FK > 0 , FI < 0.

T.3 G(L, K; K0) is strongly concave in Φ(K0) for each K0.

T.4 For each (K0, p, w) ∈ Θ, a unique solution to the producer’s problem exists. The policy
functions K̂, L̂, ŷ and the shadow price λ̂ are at least once differentiable on Θ.

T.5 1 − (1 + r)−1λ̂p(K0, p, w) is nonsingular for each (K0, p, w) ∈ Θ.

T.6 For each (L′, K ′, K ′ − (1 − δ)K0) ∈ Φ, there exists (K0, p
′, w′) ∈ Θ such that (L′, K ′) is

optimal in (i) at t = 1 given the endowment K0 and prices p′ and w′.
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T.7 For each (K0, p, w) ∈ Θ, the problem (i) has a unique steady-state capital stock K̄(p, w) that
is independent of K0 and is globally stable.

T.8 Each firm’s production function F f satisfies the restrictions necessary such that there exists
an aggregate production function F ′′ that generates decision rules satisfying

K̂ ′′(
∑

f Kf
0 , p, w) =

∑
f K̂f (Kf

0 , p, w)
L̂′′(

∑
f Kf

0 , p, w) =
∑

f L̂f (Kf
0 , p, w)

ŷ′′(
∑

f Kf
0 , p, w) =

∑
f ŷf (Kf

0 , p, w)

The conditions T.1−T.7 are adapted from Epstein (1981) and are discussed there. The
condition T.8 asserts the existence of a representative firm. Consistent aggregation is not required
for the duality proof in continuous time, but it does simplify the proof in discrete time. Consistent
aggregation is a maintained assumption for any applied work that does not use firm-level data.

Suppose that F satisfies T.1 − T.8 and let J be defined by (i). Then J satisfies the
equivalent Bellman equations

J(K0, p, w) = max(L,K)∈Φ(K0)

{
F (L, K, K − (1 − δ)K0) − wτL − pτK + (1 + r)−1J(K, p, w)

}
= max(L,K)∈Φ(K0)

{
G(L, K; K0) − wτL − pτK + (1 + r)−1J(K, p, w)

}
(ii)

Consider the “inverse” to (ii):

F ∗(L, K, I) = min(p,w)∈Θ(K0)

{
J(

[
(1 − δ)−1(K − I)

]
, p, w) + wτL + pτK − (1 + r)−1J(K, p, w)

}
G∗(L, K; K0) = min(p,w)∈Θ(K0)

{
J(K0, p, w) + wτL + pτK − (1 + r)−1J(K, p, w)

}
(iii)

Equations (iii) are to be interpreted as defining the equivalent production functions F ∗

and G∗ given a function J that satisfies appropriate regularity conditions. These conditions will
involve the formulae

K̃(K0, p, w) ≡ Ψ−1(−Jτ
p (K0, p, w); p, w)

Ψ(K; p, w) ≡ K − (1 + r)−1Jτ
p (K, p, w)

Ĩ(K0, p, w) ≡ K̃(K0, p, w) − (1 − δ)K0

L̃(K0, p, w) ≡ (1 + r)−1J−1
w (K̃, p, w) − Jτ

w(K0, p, w)
ỹ(K0, p, w) ≡ J(K0, p, w) + wτ L̃ + pτ K̃ − (1 + r)−1J(K̃, p, w)

(iv)

It will be shown that (iv) describes the optimal decision rules at t = 1 for (i). The
regularity conditions on J are:

V.1 J is a real-valued, bounded-from-below and twice differentiable function defined on Θ.

V.2 (i) (1 − δ)−1Jτ
K(K0, p, w) + p − (1 + r)−1Jτ

K(K̃(K0, p, w), p, w) > 0
(ii) Jτ

K(K0, p, w) > 0

V.3 For each (K0, p, w) ∈ Θ, ỹ ≥ 0. For each K0 such that Θ(K0) is nonempty,
(L̃(K0, p, w), K̃(K0, p, w)) maps Θ(K0) onto Φ(K0).

V.4 The system K̃t(Kt−1, p, w) defines a sequence {Kt} such that (Kt, p, w) ∈ Θ for all t and
K̃t → K̄(p, w) a globally stable steady state, where (K̄, p, w) ∈ Θ.
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V.5 ΨK is nonsingular.

V.6 For (K0, p
′, w′) ∈ Θ, the minimum in (iii) is attained at (p′, w′) if

(L, K, I) = (L̃(K0, p
′, w′), K̃(K0, p

′w′), Ĩ(K0, p
′, w′)).

V.7 The matrix
[

L̃w L̃p

K̃w K̃p

]
is nonsingular for (K0, p

′, w′) ∈ Θ.

V.8 Jf (Kf
0 , p, w) is of the Gorman form: Jf (Kf

0 , p, w) = Af (p, w) + Bτ (p, w)Kf
0 , where B(p, w)

is common to all firms.

Theorems 1 and 2 are adapted from Epstein (1981):
Theorem 1

(a) Let F satisfy T and define J by (i). Then J satisfies V . If J is used to define F ∗ by (iii),
then F ∗ = F .

(b) Let J satisfy V and define F by (iii). Then F satisfies T . If F is used to define J∗ by (i),
then J∗ = J .

Theorem 2

Let F satisfy T and let J be the dual value function. The policy functions are given by K̂ = K̃,
Î = Ĩ, L̂ = L̃ and ŷ = ỹ.

Theorem 1 demonstrates the duality between F and J and Theorem 2 is the analogue
of Hotelling’s Lemma.

Proof of Theorem 1

(a) Let F satisfy T and show J defined by (i) satisfies V .

V.1 J is well-defined on Θ by T.4. The boundedness of Φ and Θ inplies that J is bounded
below over Θ. The required differentiability is established by applying the envelope
theorem, T.1 and T.4 to (iii).

V.5 It is well-known that JK(K0, p, w) = λ̂(K0, p, w), so V.5 is a restatement of T.5.

V.6 Let (K0, p
′, w′) ∈ Θ. K̂(K0, p

′, w′) and L̂(K0, p
′, w′) solve (ii) given (p, w) = (p′, w′).

By the nature of problems (ii) and (iii), it follows that (p′, w′) is optimal in (iii) given
(K, L) = (K̂(K0, p

′, w′), L̂(K0, p
′, w′)). However, the first order conditions for an opti-

mum in (iii) yield K̂ = K̃ and L̂ = L̃ evaluated at (K0, p
′, w′) (This proves the major

part of Theorem 2). There is now no need to distinguish between (K̂, L̂) and (K̃, L̃).
Similarly, ỹ ≡ J(K0, p, w) + wτ L̃ + pτ K̃ − (1 + r)−1J(K̃, p, w) = ŷ, where the equality
follows from (iii). V.6 is dual to T.6.

V.2 Follows from T.2 and the envelope theorem applied to (ii).

V.3 Follows from F ≥ 0 and T.6.

V.4 Follows from T.4 and T.7.
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V.7 L̃ and K̃ satisfy
Gτ

L(L̃, K̃; K0) = w

Gτ
K(L̃, K̃; K0) = p − (1 + r)−1λ̂(K̃, p, w)

(v)

Apply the strong concavity in K and L, the implicit function theorem and the fact that
1 − (1 + r)−1λ̂p(K0, p, w) is nonsingular (T.5).

V.8 See the proofs in Blackorby and Schworm (1982) or Epstein and Denny (1983).

Now use J to define F ∗ by (iii). It must be shown that F = F ∗ over their common domain. By
V.3, it is enough to prove that F = F ∗ for all arguments of the form (L̂(K0, p, w), K̂(K0, p, w),
Î(K0, p, w)), (K0, p, w) ∈ Θ. As in the proof that J satisfies V.6,

F ∗(L̂(K0, p, w), K̂(K0, p, w), Î(K0, p, w))
= J([(1 − δ)−1(K̂(K0, p, w) − Î(K0, p, w))], p, w) + wτ L̂(K0, p, w)

+ pτ K̂(K0, p, w) − (1 + r)−1J(K̂(K0, p, w), p, w)
= ŷ(K0, p, w)
= F (L̂(K0, p, w), K̂(K0, p, w), Î(K0, p, w))

(b) Let J satisfy V , define F by (iii) and show F satisfies T . F is well-defined by V.6 and V.3.

T.4 Let (K0, p
′, w′) ∈ Θ and consider the corresponding version of (i). By the definition of F ,

F (L, K, I)−wτL−pτK ≤ J(K0, p
′, w′)−(1+r)−1J(K, p′, w′) for all (L, K) ∈ Φ(K0), and

with equality if (L, K) = (L̃(K0, p
′, w′), K̃(K0, p

′, w′)). If this is the case, then (p′, w′) is
optimal in (iii) by V.6. Therefore, for any finite T ≥ 1

∑T
t=1(1 + r)−t+1[F (Lt, Kt, It) − w′τLt − p′τKt]

≤ ∑T
t=1(1 + r)−t+1[J(Kt−1, p

′, w′) − (1 + r)−1J(Kt, p
′, w′)]

= J(K0, p
′, w′) − (1 + r)−T J(KT , p′w′)

Therefore, the value of any feasible program is bounded above by J(K0, p
′, w′). The in-

equality becomes an equality if (Lt, Kt, It) = (K̃t−1, p
′, w′), K̃(Kt−1, p

′, w′), Ĩ(Kt−1, p
′, w′)),

yielding
∑T

t=1(1+r)−t+1[F (L̃t, K̃t, Ĩt)−w′τ L̃t−p′τ K̃t] = J(K0, p
′, w′)−(1+r)−T J(K̃T , p′w′)

By the stability of the steady state (V.4), K̃T → K̄(p′, w′) as T → ∞. Therefore, (1 +
r)−T J(K̃T , p′, w′) → 0 and

∑T
t=1(1+r)−t+1[F (L̃t, K̃t, Ĩt)−w′τ L̃t−p′τ K̃t] = J(K0, p

′, w′).
So J defines the value of programs corresponding to F . λ̂(K0, p

′, w′) = JK(K0, p
′, w′), K̂ =

K̃, L̂ = L̃, Î = Ĩ and ŷ = ỹ. The required differentiability of λ̂, K̂, L̂, Î and ŷ follows
from (iv) and V.1.

T.5 Restatement of V.5.

T.6 Let (L′, K ′, K ′ − (1 − δ)K0) ∈ Φ and let (p′, w′) ∈ Θ(K0) be optimal in (iii). That this
price vector makes (L′, K ′) optimal in (i) at t = 1 was shown in the proof of T.4.

T.7 Restatement of V.4.

T.2 By V.7 and the implicit function theorem, the functions p̂ and ŵ satisfying (p′, w′) =
(p̂(L, K, I), ŵ(L, K, I)) iff

(L, K, I) = (L̃(K0, p, w), K̃(K0, p, w), Ĩ(K0, p, w)) (vi)
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are well-defined and differentiable. By V.6, the minimum in (iii) is attained at (p̂(L, K, I),
ŵ(L, K, I)). Apply (vi), V.2 and the envelope theorem to (iii) to obtain

F τ
K(L, K, I) = (1 − δ)−1Jτ

K([(1 − δ)−1(K − I)], p̂, ŵ) + p̂ − (1 + r)−1Jτ
K(K, p̂, ŵ) > 0

F τ
I (L, K, I) = −(1 − δ)−1Jτ

K([(1 − δ)−1(K − I)], p̂, ŵ) < 0
F τ

L(L, K, I) = ŵ > 0
(vii)

(vii) and the differentiability of JK and (p̂, ŵ) yield the differentiability of FK , FI and
FL.

T.3 (vii) can also be written as

Gτ
K(L, K; K0) = p̂ − (1 + r)−1Jτ

K(K0, p̂, ŵ)
Gτ

L(L, K; K0) = ŵ
(viii)

G is concave in (L, K) since it is the minimum of a family of linear and hence concave
functions. Strong concavity requires that the appropriate Hessian be nonsingular. From
(viii), it follows that

GKK = p̂K − (1 + r)−1JKp(K, p̂, ŵ)p̂K − (1 + r)−1JKw(K, p̂, ŵ)ŵK

− (1 + r)−1JKK(K, p̂, ŵ)
GKL = p̂L − (1 + r)−1JKp(K, p̂, ŵ)p̂L − (1 + r)−1JKw(K, p̂, ŵ)ŵL

GLL = ŵL

GLK = ŵK

Note that JKK = 0 by V.8. Therefore, we can write[
GKK GKL

GLK GLL

]
=

[
1 − (1 + r)−1JKp(K, p̂, ŵ) −(1 + r)−1JKw(K, p̂, ŵ)

0 1

] [
p̂K p̂L

ŵK ŵL

]
≡ RS

S is nonsingular from V.7 and (vi). R is nonsingular from V.5. Therefore RS is nonsin-
gular, and G is strictly concave.

T.8 See Blackorby and Schworm (1982) or Epstein and Denny (1983).

Now use F to define J∗ via (i). It was shown in the proof of T.4 that J∗ = J �
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Appendix B: Quadratic Technology

Define

a =
[

ap

aw

]

A =
[

App Apw

Apw Aww

]

X =

[
0 1−δ+δBpK

1−δ
−BpK

1−δ

1 δBwK
1−δ

−BwK
1−δ

] 
 L

K
I




The dual production function to the quadratic value function (23) is:

F (L, K, I) = ao
γ

1 + γ
− 1

2
γ

1 + γ
a′Aa − a′AX − 1

2
1 + γ

γ
X ′AX

The intercept parameter a0 does not appear in the Euler equations, but it is required
to generate the decision rule for output supply, and so must be estimated. For each parameter
value drawn from p(θ|T, Z) and given the data, we can invert the production function to obtain a
time series for ã0t . If we further assume that ã0t is an iid N(a0, τ

2) process of technology shocks26

around trend, then an appropriate estimate for a0 given Z and θ is the sample mean of the generated
series ã0t . The implied distribution of a0 has a posterior mean of 10204 and a posterior standard
deviation of 295.

26It is assumed that these shocks are not observed until after the firm makes its factor demand decisions.
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Appendix C: The Gibbs Sampler

Suppose that the analyst is interested in the joint posterior distribution f(θ|X), where X represents
the data and where θ is a vector of J parameters of interest. Suppose further that it is possible to
simulate random variables from the various conditional densities f(θk|θ−k, X), k = 1 . . . J , where
θ−k is the vector of all the parameters of interest other than θk. The analyst can then generate a
sequence of simulated random variables {θi} according to:

θi
1 ∼ f(θ1|θi−1

2 , θi−1
3 , . . . , θi−1

J , X)
θi
2 ∼ f(θ2|θi

1, θ
i−1
3 , . . . , θi−1

J , X)
θi
3 ∼ f(θ3|θi

1, θ
i
2, . . . , θ

i−1
J , X)

...
...

θi
J ∼ f(θJ |θi

1, θ
i
2, . . . , θ

i
J−1, X)

Under fairly weak conditions (see, for example, Gelfand and Smith (1990) or Casella and George
(1992)), it can be shown that the random sequence {θi} generated after each sequence of this
algorithm - a pass - converges in distribution to the joint posterior distribution f(θ|X). Given a
sequence {θi}N

i=1 drawn from f(θ|X), the statistic ḡN = N−1 ∑N
i=1 g(θi) converges almost surely to

E[g(θ)|X].

Grid Approximations

Since the full conditional distributions are non-standard, the usual Gibbs sampler cannot be imple-
mented. A more general technique is the Metropolis-Hastings algorithm (see Chib and Greenberg
(1994) for an exposition), but since the regularity conditions must be imposed at each draw it
became very difficult to establish appropriate proposing distributions. Rapid convergence of the
Markov chain requires the use of a fairly diffuse proposing distribution, but certain parameter com-
binations may generate quite small values for p(θ ∈ T ). While the grid approximation takes more
time for each draw, the fact that we can impose bounds on the grids increases the probability that
a draw will be in accordance with the regularity conditions.

The use of grid approximations for non-standard distributions is suggested by Ritter
and Tanner (1992) for univariate distributions. The steps outlined by Ritter and Tanner are:

1. Evaluate p(θk|θ−k, X) at θk = a1, a2, . . . , aD to obtain w1, w2, . . . wD.

2. Use w1, w2, . . . , wD to obtain a piecewise linear approximation to the cdf of p(θk|θ−k, X).

3. Sample from a uniform (0,1) distribution and use this value to obtain a draw for θk using the
calculated inverse cdf.

They note further that we need only be able to evaluate p(θk|θ−k, X) up to a proportionality
constant and that the values for a1, a2, . . . , aD should be concentrated in regions of high probability
mass. Recalibrations of the grid (both the region spanned by the grid and the spacing) can be
done automatically within the Gibbs sampler so that the grid converges to match the limiting
distribution. At each draw, the regularity conditions were checked; if they were not satisfied, the
sampling step was repeated until they were. For the Cobb-Douglas case, global regularity could
be imposed using inequality restrictions on the parameters. However, extra complications were
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encountered when calculating the decision rules: some decision rules generated complex values
for factor demands when ex post prices were put into the decision rules. A further restriction
on the parameter space ensured that all decision rules yielded real values. This problem was
not encountered in the quadratic case, but since the quadratic model is not globally regular, the
regularity conditions had to be checked at each data point, significantly increasing the time for
each draw.

In the current application, the first 50 passes were performed using grids with 5 bins,
and the grids were adapted after each pass. After the 50th pass, the number of bins was increased
to 10, and the grids were adapted after each 5th pass. After another 50 draws, the number of bins
was increased to 20, and the grids were adapted after each 10 passes. By about the 100th pass, the
Gibbs sampler had pretty much settled down (i.e., the path of draws from different starting points
had converged to values in the region suggested by Tables 1 and 2) , and 1000 draws were done
using a grid of 20 bins and updated after each 10 passes. The quantiles of this sample were then
used to create a grid of 40 bins, and 1000 draws were drawn using this fixed grid. The average
length of time for each draw for the Cobb-Douglas models was around 20 seconds, while each draw
for the quadratic technology model took approximately 90 seconds.

Joint Estimation of s and θ

Another estimation strategy that could have been adopted is to use the Gibbs sampler to alternate
between choices of θ and s. Given a value of θ, (14) provides a conditional distribution p(s|θ, T, Z),
and given a value for s, Bayes’ Theorem could be applied to invert (13) to provide p(θ|s, T, Z).
Iteration between these two conditional distributions provides a sequence {(si, θi)} that converges
in distribution to its joint posterior distribution.

The disadvantages of this approach are twofold. Firstly, the computational burden of
this exercise in terms of both the number of draws and the time for each draw is likely to be
extremely high. Secondly, it ignores the information contained in the Euler equations.

The first problem refers to the fact that rapid convergence of a Markov chain requires
a non-negligible probability of passing from one element in the parameter space to another. Since
the decision rules for each value of s are quite different, it is likely that the Markov chain would
remain at one value of s for a considerable length of time. For example, suppose that the chain
started with s = 7. A value of θ would then be chosen from a law that assigned low probabilities to
decision rules that deviated from observed actions. In the next step, (14) would be used to choose
a value of s. Since the value of θ was chosen to minimize deviations from observed data from s = 7
decision rules, it is quite likely that the choice of s = 7 would be favoured, even if a model with
s = 0 would fit better given a different value of θ. Moreover, since evaluating the decision rules
takes more time than evaluating the Euler equations, the time for each draw would also have been
increased.

The second point is an acknowedgement that the supposition of a finite-and-shifting
forecast horizon is not necessary to make inferences about production function parameters; any
attempt to impose more structure than is necessary would generally be viewed as a step backward
in the applied factor demand literature. The approach taken by this paper is to build on the
existing literature and to suggest which decision rules are most consistent with the production
function parameters suggested by the Euler equations and with observed firm behaviour.
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